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Abstract

A lack of interpretability limits the use of common unsupervised learning techniques (e.g., PCA,
t-SNE) in contexts where they are meant to augment managerial decision-making. We develop a
generative deep learning model based on a Variational AutoEncoder (“InnoVAE”) that converts
unstructured patent text into an interpretable, spatial representation of innovation (“Innovation
Space”). After validating the internal consistency of the model, we apply it to three decades
of computing system patents to show our approach can be used to construct economically
interpretable measures—at scale—that characterize a firm’s intellectual property (IP) portfolio
from the text of its patents, such as whether a patent is a breakthrough innovation, the volume
of intellectual property enclosed by a portfolio of patents, or the density of patents at a point in
Innovation Space. For explaining innovation outcomes, these interpretable, engineered features
have explanatory power that augments and often surpasses the structured patent variables that
have informed the very large and influential literature on patents and innovation. Our findings
illustrate the potential of using generative methods on unstructured data to guide managerial
decision-making.
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“What I cannot create, I do not understand”

– Richard Feynman

1 Introduction

Recent work in artificial intelligence (AI) has shown that it is feasible to algorithmically generate
output normally deemed “creative.” For instance, generative algorithms have been used to create
music (Yang et al., 2017; Dong et al., 2017) and paintings (Tan et al., 2017). Transformer-based
language models, such as GPT-3 (Brown et al., 2020), compose realistic dialogue, write creative
fiction, and generate software from user specifications.1 In the natural sciences, generative models
have been applied to scientific discovery; examples include a reinforcement learning framework for
novel drug design (Popova et al., 2018), a Wasserstein GAN that predicts hypothetical microporous
minerals with desirable properties (Kim et al., 2020), and convolutional GANs that generate patterns
of new materials (Liu et al., 2018; Mao et al., 2020).

In this paper, we focus on the representation learning (i.e., automatic feature engineering or
transformation of the data into a form useful for prediction and analysis) benefits of generative
methods. The gap between human intuition and the output of most representation learning methods
has been a key constraint of their application in many business contexts. Techniques rooted in
generative AI differ from most dimensionality reduction approaches, because the latter can be
forced to learn data representations that mimic how humans would interpret the data (Higgins
et al., 2017). In other words, in order to generate output that might be understood by humans,
a generative model must be able to represent the input data in terms that correspond to human
intuition. In this paper, we exploit this feature to generate an interpretable, spatial representation
of an economically important text corpus—scientific patents—at scale while constraining the
representation based on domain knowledge and ensuring fidelity to real-world instances in the
form of structured data. Our objective is to demonstrate that representation learning based in
generative models can offer significant advantages in contexts requiring managerial judgment to
high-volume, high-dimensional, unstructured data.

Specifically, we develop and prototype a method we call “InnoVAE,” based on a variational
autoencoder (VAE) that takes as inputs both unstructured patent text data and the structured data
available in patents. InnoVAE situates patents in a vector space—which we call “Innovation Space”—
that enables spatial interpretation of firms’ innovation strategies. This enables the engineering
of new, interpretable features from unstructured patent text that provide insight into innovation
outcomes. For instance, the features we engineer are automatically discovered from the data, have
economic meaning, and can outperform common structured patent features, (e.g., assignee identity,
forward and backward citations, number of claims, and technological class) when estimating the

1For a non-exhaustive list of creative applications of GPT-3, see https://github.com/elyase/awesome-gpt3.
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economic value of patents. We note that the use of structured patent features to estimate economic
value has been a mainstay of a very large and influential academic literature spanning decades.

In part, we focus on patent documents as an exemplar dataset because they have spawned such a
large and influential empirical literature on invention and its economic impact. Patents are also
a key input into important managerial decisions, such as those related to R&D, product, and
litigation strategy. However, uses of patent data have almost entirely relied on the structured
features available in patent data. Although unstructured patent text contains a wealth of important
information about scientific innovation, it has been an intractable data source for most large-scale
contexts due to the volume of text and complexity of the language. Therefore, algorithmic discovery
of new, economically meaningful features from unstructured patent text can contribute to an
important, standing body of literature.

The need for algorithmic feature discovery from records of innovative activity has already spawned
a nascent literature that applies machine learning to extract innovation measures from patent
data. This literature uses unsupervised techniques to cluster patents based on text or develops
text similarity measures to compute if a patent departs from prior scientific work (S. Kaplan and
Vakili, 2015; Younge and Kuhn, 2016; Balsmeier et al., 2018; Kelly et al., 2021; Escolar et al., 2019).
We contribute to and extend this line of work by generating a representation where the axes are
both interpretable and independent (Higgins et al., 2017; Locatello et al., 2018). This significantly
enhances the types of features we can engineer from the text, and it demonstrates how new
generative approaches can further advance the ability to synthesize unstructured text to make it
suitable for decision making, while avoiding many of the limitations of traditional dimensionality
reduction techniques (Section 3.4 provides conceptual comparisons of different models).

We prototype InnoVAE using a dataset of all computing system patents granted from 1976–2010.
This is the patent class and time period that includes innovations such as the iPhone touch screen
and the Google PageRank algorithm. We first validate our model (Section 5) by showing that the
representation can be used to i) generate synthetic patents; then we ii) evaluate the interpretablity
of the generated representation and consistency of estimated vector space using human examiners
from Amazon Mechanical Turk. We then demonstrate the utility of our approach by characterizing
firms’ competitive landscapes (sections 6.1–6.2), and engineering features that help to explain
innovation outcomes (Section 6.3). For instance, we algorithmically separate “breakthrough” inno-
vations from those that are recombinative,2 determine the volume of the space enclosed by a firm’s
patent portfolio, and measure the density of patenting activity in a firm’s focal area (Section 6.3.1).

2To see why identifying breakthrough innovations using machine learning is a particularly challenging problem,
one might consider classifying types of innovation in a patent x by training a discriminative model that estimates a
conditional distribution P(Y|X = x) to predict a class label (e.g., a novelty of patent innovation). However, creating a
labeled data set of this type can be prohibitively resource dependent at scale: it requires access to a large number of
high-skilled workers with significant domain expertise, such as patent examiners, who can consistently determine the
dimensions along which a patent innovates. In fact, such an exercise may not even be feasible. The patent literature has
noted the difficulties faced by even highly trained patent examiners when evaluating the innovative content of patent
applications (Jaffe and Lerner, 2011; De Rassenfosse et al., 2016).
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Using these newly engineered patent features, we first provide descriptive results about the
computing patents (Section 6.3.2). We find that the number of combinational (recombination of
existing) innovations grew exponentially during the three-decade period we analyze while beyond-
combinational and exceptionally creative (i.e., exploratory and transformative) innovations grew
linearly. Combinational innovations are associated with higher market value (Kogan et al., 2017),
but lower technological impact as measured by forward citations. Finally, we show that in nonlinear
models, our engineered features carry more signal than most common structured patent features.
Moreover, the features engineered through our approach—which have economically meaningful
interpretations—can be as predictive as the structured features available through common patent
databases when it comes to predicting measures of firm value such as Tobin’s q (Section 6.3.3).

This paper primarily contributes to two literatures: i) the emerging literature on the utility of
generative models when applied to business domains and ii) a literature on the use of machine
learning to augment decision-making related to scientific innovation. Although there has been
significant interest around generative AI models, their applications to business contexts have been
limited. We focus on patents, but our approach illustrates a broader deep generative machine
learning approach capable of transforming unstructured data, such as text (plus more), on multi-
modal business objects (e.g., firms, jobs, products, customers) into interpretable factors, at scale.
In doing so, this study contributes to an emerging literature applying generative AI methods to
management applications (Dew et al., 2021; Burnap et al., 2021) and contributes a perspective that
is novel, because it 1) emphasizes interpretability via the use of generative approaches (Higgins
et al., 2017) and 2) is situated in the strategy and innovation space.3

Second, this paper contributes to growing literature on the economics of AI and innovation and,
specifically, the literature connecting machine learning with the analysis of patents (S. Kaplan and
Vakili, 2015; Younge and Kuhn, 2016; Teodorescu, 2017; Charles et al., 2021; Balsmeier et al., 2018;
Kelly et al., 2021; Escolar et al., 2019; Lou and Wu, 2021) First, it demonstrates a way to engineer
new features from patents that characterize firms’ innovation activities. The expansive econometric
literature on patents has relied on a relatively small set of structured features to analyze innovation
outcomes, so our approach demonstrates the potential for generative approaches to transform
underutilized, unstructured patent text into useful inputs for empirical analysis.

More broadly, economists have emphasized the importance of innovation in promoting economic
growth (Weitzman, 1998), but the expansion of the innovation frontier has been associated with a
deceleration in knowledge production (Cowen, 2011; Gordon, 2016; Bloom et al., 2020). As Jones
(2009) notes, the accumulation of knowledge associated with technology progression raises the
knowledge burden for innovators, making it increasingly difficult for researchers to accumulate the
foundational knowledge required to push a research frontier forward.

Recent literature argues that AI techniques, like deep learning, can resolve this tension through

3Although not tied explicitly to strategy and innovation, Weis and Jacobson (2021) use information on research papers
to predict future impact.
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their ability to “improve performance in existing search-intensive research projects” (Cockburn
et al., 2018) and “find useful combinations in complex discovery spaces” (Agrawal et al., 2018).
In contrast to the bounded capacity of humans to synthesize knowledge, generative AI is almost
unlimited in its ability to scale when searching potential Innovation Spaces. As our analysis
suggests, even if algorithms are only successful in accelerating the discovery of combinational
innovations, generative models trained on patents still have the potential to recover a significant
fraction of the potential Innovation Space. Our findings, therefore, provide a prototype of deep
learning used as a method of invention (IMI) (Cockburn et al., 2018).

2 Related Literature

This paper sits at the intersection of a rapidly advancing methodological literature about extracting
meaning from unstructured textual data and an established literature about deriving economic
insights from patent data. Section 2.1 describes studies that consider the broad methdological
problem of reducing the dimensionality of text or other high-dimensional data to facilitate more
effective understanding. Section 2.2 discusses the emerging literature on generative AI and its
applications to representation learning. Finally, Section 2.3 connects our methods to problems posed
in the literature that use patent data to identify patterns of technological innovation, including the
newer literature that uses Natural Language Processing (NLP) methods to analyze patent text and
classify or group patents at scale.

2.1 Dimension Reduction Algorithms

Techniques for mapping concepts, entities, and relationships into a low-dimensional space (e.g.,
a two-dimensional diagram) have always been important analytical tools for informing decision-
making. These tools combat the “curse of dimensionality”: that is, the high-dimensional representa-
tion of the observed object can be difficult for humans to interpret and, in some cases, expensive for
machines to process. When constructing an informative, lower-dimensional space for a set of rich
text documents, a key challenge is effectively reducing the dimensionality of the objects without
losing too much information of interest.

A common approach is to algorithmically project the high-dimensional data into a lower-dimensional
space. Linear factor models, including Principal Component Analysis (PCA) and reduced singu-
lar value decomposition (SVD), seek to group observations into a few principal components or
factors via linear factorization. Studies on manifold learning extend these methods by allowing
higher-dimensional observations to be embedded in a low-dimensional nonlinear manifold or graphs;
examples include principal component analysis with nonlinear kernels (Schölkopf et al., 1998), t-
distributed stochastic neighbor (t-SNE) embeddings (Hinton and Roweis, 2002), isometric mapping
(Tenenbaum et al., 2000), and neural network-based word embedding (Mikolov et al., 2013). These
methods have been adapted to improve predictive modeling in the context of business analytics
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(J. Clark and Provost, 2016), locating firms and patents in the technology landscape (Lei et al., 2019;
Escolar et al., 2019) and knowledge discovery in bibliometric analysis (Mustak et al., 2021).

However, due to the dimensionality reduction process or the absence of inductive bias (i.e., con-
straints in the form of architecture, a customized objective function to reduce the degree of freedom
in estimating vector axes based on real-world data or domain knowledge), the axes produced by
these low-dimensional manifold approaches are generally not interpretable or meaningful (Şenel
et al., 2020). Rather, the extracted embedding is often treated as an entangled representation that is
output by a black box and serves principally as an intermediate feature for downstream tasks in
which the semantic interpretation of each dimension is unimportant. In our patent context, these
approaches can quantify similarity between patents but not along dimensions that are actionable
by strategic decision-makers.

2.2 Generative Models as Representation Learners

Another research stream related to representation learning has the specific goal of transforming
data to allow for better signal extraction. This stream is based in neural network generative models
that natively allow, without manual feature engineering, the representation of multi-modal data
consisting of both structured data and unstructured data.

Early progress in this literature relied on enhancing or mimicking the human creative process. In
the early 2000s, machine augmentation tools were developed for creative tasks, such as writing
(Pérez and Sharples, 2001; Halloran et al., 2006), music composition (Abrams et al., 2002), and
even the ideation of new research (Farooq et al., 2005). These applications typically relied on
pre-defined heuristics to mimic the human creative process but were limited in their ability to
generate high-fidelity content, especially when producing unstructured content (e.g., text or images
that are meant to be used in a focused, industrial setting).

More recent applications to business domains, yet few in number, have begun to address these
limitations by combining theory-driven customization with data-driven algorithms. Examples
include the semantic network of Toubia and Netzer (2017), which identifies the most creative ideas
in a marketing-related context, the multimodal VAE of Dew et al. (2021), which facilitates logo
design, the generative model of Burnap et al. (2021) for controlled automotive design generation,
and generative models used to design complex molecules, chemicals, and materials (Liu et al., 2018;
Kim et al., 2020; Mao et al., 2020). The common goal of these studies was to algorithmically generate
synthetic content for a business or other applied context. Most of these studies used deep generative
models to embed high-dimensional objects into lower-dimensional spaces via representation
learning, guided by domain knowledge and supervised by existing object characteristics.

We note that the role of generative AI techniques as representation learners (i.e., automated feature
engineering) can be as important as their role as content generators. Recent work in the generative
AI domain focuses on the notion that generative techniques are particularly good at learning
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representations of high-dimensional content in ways that can be intuitively understood by humans.
For instance, disentangled representations—a newer technique that maps an observed set of instances
into a low-dimensional space in which each dimension is statistically independent and semantically
orthogonal—can encode large volumes of content in a compact representation that mimics human
reasoning (Higgins et al., 2017; Burgess et al., 2018). Therefore, even as dimension reduction
techniques (e.g., principal component analysis, topic modeling) become increasingly adapted to
business applications, emerging techniques based on generative models promise to further advance
our ability to derive meaning from large volumes of high-dimensional data.

As a nascent field, disentangled representation learning methods are also associated with a number
of unresolved issues. The most important of these is that a generalized approach to unsupervised
disentangled learning does not exist (Locatello et al., 2018). However, Locatello et al., 2018 suggest
that disentangling is only possible with inductive bias applied in the form of model constraints
and customized objectives reliant on structured data (e.g., labels) and domain expertise. Our
model is one such example. We inject domain knowledge from the existing patent and innovation
literature to restrict how the model learns, thereby producing a disentangled representation of
Innovation Space. A second shortcoming with any semi-supervised or unsupervised algorithm
is that interpretation is left to humans; thus, decision-making still requires human intervention.
This shortcoming is fundamental to applications of current AI algorithms, as strong AI with full
autonomy has not yet been achieved.

2.3 Scientific Patents as a Context for Representation Learning

We focus on patents as an application context for several reasons. First, the economics and man-
agement literatures have extensively relied on patent data to characterize the rate and direction
of technological innovation (Hall et al., 2001; Jaffe, 1986). Papers in these literatures identify
patent assignees and analyze structured patent features (e.g., technology classification codes) and
bibliometric measures (e.g., the Herfindahl-Hirschman Index (HHI)) to characterize the flow of
knowledge through patent documents and citation networks (Trajtenberg et al., 1997; Jaffe et al.,
1993). Researchers have also studied ex-post economic outcome variables, such as the “Kogan
value,” which imputes the economic value of a patent to the inventing firm by measuring the stock
market reaction to the patent announcement (Kogan et al., 2017).

Second, despite their importance for understanding economic activity, much of the data contained
in patents has arguably been under-utilized. The large majority of existing studies rely on the
structured features available through patent databases, such as the one published by the National
Bureau of Economic Research (NBER). Papers in this literature study structured features, such
as citation counts, the direction of citations, the technological subclass of patents (Jaffe, 1986),
the location of the inventor (Jaffe et al., 1993), movements of inventors (Rosenkopf and Almeida,
2003), the flow of knowledge across countries, whether the assignee is a university or commercial
organization (Trajtenberg et al., 1997), and the economic impact of patents (Hall et al., 2005).
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The text in filed patents contains a vast amount of information about the nature of technological
progress and has not been as widely studied, likely due to the prohibitive amount of manual work
required to convert the text into features that can be used for analysis. However, because of the
growing availability of NLP tools, the academic literature has begun studying how algorithms can
be used to facilitate the analysis of patent text. To date, approaches used in this emerging literature
include parsing meaning out of the document (Verberne et al., 2010; Hu et al., 2016), disambiguation
(Balsmeier et al., 2018), classification (D’hondt et al., 2013), metric learning (Arts et al., 2018), and
domain knowledge retrieval (Rodriguez-Esteban and Bundschus, 2016).

These papers have principally used the types of models described in section 2.1. They quantify
changes in innovation patterns using dimensionality reduction techniques (e.g., text similarity
between patents), in which interpretability of the representation is not a priority. The next section
describes how we use generative methods to develop a representation of patent documents based
on features with economic interpretation.

3 Methods

Our method is a disentangled VAE that deconstructs and situates patent filings into an Innovation
Space. Architecturally, the literature most relevant to this work is Higgins et al. (2017), which
pioneered the use of VAEs (Kingma and Welling, 2013) for disentangled representation learning
(Bengio et al., 2013). To make it suitable for patent text, we (1) modify the architectures of the
encoding/decoding networks to support text data and (2) customize the loss function to incorporate
structured continuous features that allow for semi-supervision by object characteristics. In this
section, we provide a compact overview of of our methodological approach. We refer readers
interested in further technical details to Appendix B.

3.1 Background on Variational Autoencoders

An autoencoder is a neural network that learns mappings from high-dimensional real-world objects
to vectors in a lower-dimensional manifold, such that the original observations can be reconstructed
from the lower-dimensional representation. Broadly, the goal of an autoencoder is to capture the
essence of the object population information in a way that it can reproduce instances with high
fidelity. A VAE further incorporates parameter uncertainty and natural observational variability by
describing the latent encoding of the original observation with the probabilistic distribution defined
on a vector space (e.g., isotropic multivariate Gaussian distribution), resulting in a smoother and
semantically meaningful latent space (with modifications).

Conceptually, VAEs are similar to classical nonlinear dimensionality reduction methods, but they
have several advantages: (1) their neural network architecture can natively incorporate unstructured
data such as text and images, (2) the trained decoder can generate observations with high fidelity,
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and (3) most importantly, the latent space learned by the trained encoder can be pushed to be
semantically disentangled, and therefore interpretable, leading to more meaningful movements
along the different dimensions.

3.2 Configuring a Variational Autoencoder for Patent Data

We extend the standard VAE model to embody observed structured patent features (e.g., word
count, count of backward citation(s), originality) in order to enable better utilization of labels4 and
to reduce the degrees of freedom in the model learning process for easier disentangled learning.
We divide the latent space into two parts:

z := (w, y)T (1)

where y denotes observed features of patents, as defined in Section 4, to be preserved by the
generative model, and w denotes unobserved latent variables to be extracted. Accordingly, our
objective function becomes:

L(x; θ, φ) = Eqφ(w,y|x)[log pθ(x|w, y)]︸ ︷︷ ︸
Reconstruction loss

− β0
[
DKL

(
qφ(w|x)‖p(w)

)
+ DKL

(
qφ(y|x)‖p(y)

)]︸ ︷︷ ︸
Disentanglement-inducing term

− β1
[
DKL

(
qφ(y|x)‖p(y|x)

)]︸ ︷︷ ︸
Supervision loss

.
(2)

This objective function is compromised of three parts: (1) the reconstruction loss that penalizes
the network for creating outputs that are different from the input, (2) the disengtanglement-
inducing terms, both of which are standard in β-VAE models, and (3) an additional supervision
loss DKL

(
qφ(y|x)‖p(y|x)

)
that can be implemented as the L2 distance between the label and

the mean of latent variables ‖y− µφ(x)‖2
2. The hyperparameters β0, β1 enable flexible control of

disentanglement, both implicitly by pushing embedding to isotropic multivariate Gaussian (β0)
and explicitly, by supervising some embedding dimensions to follow known structured variables
(β1).

We use two LSTM-based modules to separately parameterize the encoder and decoder. Both
modules contain a trainable embedding layer that converts each token into a 512-dimensional
vector and a single-layer LSTM with the number of hidden latent dimensions set to 1024. We set the
number of latent variables to be 30, containing five supervised variables y listed in Table 2, leaving
the 25 remaining variables w unsupervised. We also adopt an “aggressive training” technique
(He et al., 2019) during the initial stages of training to prevent mode collapse, which is a common
robustness issue when using VAEs.

For building the model, we split the data into training (80%), validation (10%), and test (10%) sets.

4In the standard VAE model, the structured latent variables are unobservable.
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The model is trained on up to 10 different parameter configurations and produces stable results
across these sets. Results are reported on the configuration set of β0 = 1, β1 = 1.

3.3 Data-driven Characterization of Innovation Factors

An assumption in the disentangled representation learning literature is that objects inherently
consist of several interpretable explanatory factors. Translated to the patent setting, this assumes
that the Innovation Space, which is inhabited by the patents, consists of multiple innovation factors.
For example, the Innovation Space of a media player may span factors related to the concepts of
“display” and “connectivity” that are essential to its core function as well as factors related to the
concepts of “health” and “finance” that are less relevant to the core function. An invention of a
media player can be modeled as instantiating and implementing a point in the Innovation Space.

In reality, the innovation level of a patent may vary across the different innovation factors. A visually
appealing media player patent may primarily focus on industrial design and human-machine
interaction, without emphasizing the sound quality or battery life. Consequently, managers and
researchers may be tempted to establish key measures, such as how innovative a patent or a firm is
with regard to a specific technological factor. While such questions may be answered by a patent
expert, it would be time-consuming or even infeasible to manually investigate the significance of
the innovation over a large dataset. Moreover, the literature has shown that this proves to be a
difficult task for human examiners given the complexity of the language used in patent filings.

To characterize the factor-level innovation significance of a patent, we introduce a vector of “inno-
vation indexes” δ := [δ1, ..., δ|z|]

T that describes the exceptionality of innovation levels of a patent
with regard to each technological factor in the Innovation Space (z-space). Formally, given a patent
instance x and a technological factor i, we define the innovation index at dimension i as the absolute
difference between its posterior mean and prior mean at dimension i:

δi = |E[zi|x]−E[z]| . (3)

In other words, the innovation index measures to what extent a patent “deviates” from the average
level of all patents with regard to a specific technological factor by incorporating both structured
data and patent text data. We would expect the innovation level of a patent for factor i to be
mediocre when δi is small and disruptive when δi is relatively large.

With the innovation indexes calculated for each patent, we can characterize a firm’s innovation
portfolio by applying aggregate (statistical) functions over the innovation indexes of the patents
that are owned by the firm. Specifically, we are interested in the average innovation index of patents
that are owned by the firm f at the i-th technological factor:

δ̄
( f )
i =

1
k

(
δ
( f )
i,1 + δ

( f )
i,2 + ... + δ

( f )
i,k

)
, (4)
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where k is the number of patents owned by firm f .

With n := |z| innovation factors in the latent space, this further yields an n-dimensional vector of
non-negative real numbers that describes the innovation level for each of the n factors. Since the
vector space is derived from the interpretable z-space, the δ vector should remain interpretable
and still preserve the geometric relationship of the Innovation Space. Hence, it can be applied to
many useful downstream tasks for characterizing firm innovation. We elaborate the application of
δ vectors for characterizing factor-specific disruptiveness of patents and firms in Section 6.2.

3.4 Conceptual Comparison of InnoVAE with Other Models

Table 1 describes the architectural differentiation in terms of application capabilities between
InnoVAE and other models used for dimension reduction and visualization.

Table 1: Capabilities of InnoVAE compared with other mainstream representation models

Architectural Differentiation InnoVAE
Heuristic
Feature

Engineering

Word
Embedding

Neural
Language

Models

Topic
Modeling

Manifold
Learning

Generative
Adversarial

Network
(GAN)

Regular VAE

Handles multi-modal objects
natively Yes No No No No No Yes Yes

Models object with key data
constraints Yes No No Yes No No Yes Yes

Has efficient neural network
architecture Yes No Yes Yes No No Yes Yes

Internalized disentangled
representation 5 Yes No No No No No No No

Application Capabilities InnoVAE
Heuristic
Feature

Engineering

Word
Embedding

Neural
Language

Models

Topic
Modeling

Manifold
Learning

Generative
Adversarial

Network
Regular VAE

Enables controlled /
combinational generation of
multi-modal objects [Section
5]

Yes No No No No No Hard Yes

Compares exceptionality of
patent by data-driven singular
technological factor [Section
6.1]

Yes No No No No No No No

Ranks firms based on the
exceptionality of technological
factor [Section 6.2]

Yes No No No No No No No

Engineers intuitive geometric
firm-level variables with
strong signal to predict firm
performance [Section ??]

Yes No No No No No No No

Has vector space that enables
numerous applications above Yes No No No No No No No

InnoVAE has a significant advantage compared to traditional methods used in the patent literature,
because it utilizes the architecture of cutting-edge deep generative models. Due to the expressive
power and flexibility of neural networks, InnoVAE supports the modeling of multi-modal objects,
allows for the injection of domain knowledge through a customized loss function, and has the
potential to achieve high levels of efficiency in downstream tasks (e.g., prediction, generation).

5Latent embeddings are constrained to follow multivariate isotropic Gaussian distribution, thus making axes in the
InnoVAE space more independent and easier to understand (i.e., moving along one direction means an increase or
decrease in a singular technological factor, as opposed to movements in any other method).
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Furthermore, by internalizing the disentanglement constraint on the latent space into the loss
function, InnoVAE pushes the latent representation to follow an isotropic Gaussian distribution,
thus making the axes geometrically more orthogonal and semantically easier to interpret. The
orthogonality and interpretability of these axes allows us to compare the exceptionality of patents
based on their technological factors, which significantly expands the application capabilities of our
model and enables numerous applications that would be very challenging when using alternative
methods.

4 Data

Our principal data source is the PatentsView open dataset, which includes patents granted by
the US Patent and Trademark Office (USPTO) between January 1976 and November 2010.6 The
full dataset spans 1.8 million patents filed by 6,995 companies. We further narrow our focus to
patents that are classified as “G06” under the Cooperative Patent Classification (CPC) system,
which includes any apparatus or algorithms related to personal and commercial computing and
are typically, but not exclusively, owned by IT companies. We focus on the G06 category because
of its economic importance and rapid pace of innovation, but the methods we describe could be
applied to any patent category.

We drop patents with abstracts consisting of fewer than 20 words or more than 300 words to
reduce the vocabulary size and improve training efficiency. This restriction drops only 0.63% of the
data. Our final selected subset spans 243,375 patented inventions in the G06 category; examples
include the original PageRank algorithm (US6285999) that powers the Google search engine and
the multipoint touchscreen (US7663607) implemented on Apple’s mobile devices. Since patents are
among the mechanisms most widely used by high-tech companies to protect intellectual property
(Cohen et al., 2000), these data can provide some insight into how the landscape of technological
R&D has been changing within IT-intensive industries.7

The data are processed such that a row contains (1) structured, numerical features of the patent
and (2) the abstract text from the patent that is tokenized and then padded with an end-of-sentence
(<EOS>) token. Table 2 summarizes these features.

5 Internal Validation Tests

In the machine learning literature, both intrinsic and extrinsic evaluation methods (also referred to
as internal and external validation) are widely used and accepted (A. Clark et al., 2013). Intrinsic

6The dataset can be viewed and downloaded at https://www.patentsview.org/download/
7Our intent was to identify a set of patents that is economically important and highly dynamic, with useful variation

in technicalities. To the extent that some important classes of high-tech innovation (e.g., software) are not well-covered
by patents, the value of patents may be limited for measuring high-tech innovation, but this should not affect the utility
of our method to represent technological innovation.
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Table 2: Definitions for the selected variables and engineered features

Features Definition

Patent ID Unique identifier assigned to each patent
Issue year The calendar year in which the patent was issued

Abstract word count Word count of the abstract in the patent document
Number of patent claims The number of claims made by the patent
Patent backward citation The number of patents cited by the patent
Non-patent backward citation The number of non-patent documents (e.g. scientific report) cited by the patent

Trajtenberg Originality An engineered metric defined by Trajtenberg et al. (1997) that measures the originality of
a patent through the concentration of its backward citation

Abstract Tokenized full text of the abstract

evaluation approaches directly value a model with respect to a set of predefined metrics related
to the desired functionality of the model. These evaluations are often conducted through human
judgment or comparison with some ground truth. For example, when evaluating general-purpose
word embeddings, intrinsic evaluation methods may require human coders to rate word similarity
(Agirre et al., 2012) or require computers to complete puzzles related to word analogies (Mikolov
et al., 2013).

5.1 Fidelity of Patent Text Reconstruction

Our first test of internal validity is to confirm that the semantic information required for text
generation is well-preserved during the encoding process. To reconstruct a patent from its encoded
representation, the encoding network in InnoVAE takes the original observation x as input and
then infers the posterior distribution qφ(z|x). Then, the trained decoder takes the posterior mean as
the encoded representation, and produces a sample patent abstract.

Table 3 displays reconstructed abstracts for two patents. While the generated samples struggle with
repetition of context or words, they preserve the key technological ideas described in the original
abstract. For example, the reconstructed document for Patent US8564544 is a paraphrased version
of the original, which describes selection on a touch screen.

We can quantify the quality of these reconstructed abstracts along two dimensions: (1) semantic
fidelity, whether the generated documents are consistent with the original version in terms of
main themes and key technologies, and (2) sentence complexity, whether the generated documents
preserve complete sentence structures and vocabulary complexity.

To verify semantic fidelity, we report the ROUGE-1 score for the reconstructed patent abstracts
for all of the patents in our sample (Lin, 2004).8 Our reconstructed abstracts have an average
ROUGE-1 score of 31.4, which is considered an acceptable measure for machine evaluation in the
NLP literature (Paulus et al., 2017). For measuring sentence complexity, we use the Dale-Chall

8ROUGE here is short for Recall-Oriented Understudy for Gisting Evaluation and is a set of metrics used to evaluate
machine produced summaries of text.
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Table 3: Original and reconstructed abstracts of selected patents

Patent No. Original abstract Reconstructed abstract

US8564544 a computer-implement method for use in conjunction
with a compute device with a touch screen display com-
prise: detect one or more finger contact with the touch
screen display, apply one or more heuristic to the one or
more finger contact to determine a command for the de-
vice, and process the command. the one or more heuris-
tic comprise: a heuristic for determine that the one or
more finger contact correspond to a one-dimensional ver-
tical screen scroll command, a heuristic for determine
that the one or more finger contact correspond to a two-
dimensional screen translation command

a computer-implement method may include receive, by
a computing device, an indication of a selection of a por-
tion of a touch screen display. the method may also in-
clude receive a selection of a portion of the touch screen
display. the method may also include determine whether
the select portion of the touch screen have be select by a
user. the method may further include determine whether
the select portion of the touch screen be associate with
the select portion of the touch screen.

US4531527 a cardiac monitoring system for monitor a plurality of
patient include a plurality of patient-wear unit and one
or more office unit. a patient unit detect a patient’s <unk>
and analyze the <unk> in real time (during the patient
’s r-r interval) . it provide morphology analysis , heart
rate datum, st segment analysis, symptomatic and <unk>
event recording, and the counting of <unk> run.

a system and method for monitor the health of a patient
be provide. the patient monitoring system include a pa-
tient monitoring system. the patient monitoring system
be configure to monitor a patient ’s health care regiman.
the patient monitoring system be configure to monitor a
patient ’s health care regiman and a patient health moni-
toring system.

readability scores (Chall and Dale, 1995) to compare both reconstructed patents and the original
documents. On average, our reconstructed patents have a readability score of 9.1, while the mean
for the original documents is 11.2, both of which indicate college-level complexity.

In summary, while information is lost during any encoding process, metrics from the NLP literature
indicate that the reconstruction of these patent abstracts from the learned representation retains
semantic meaning, and the sentence complexity of the reconstructed patents is comparable to
that of the original documents.9 These reconstructions and quantitative measures suggest that our
representation faithfully encodes key elements of the technological innovation recorded in patents.

5.2 Validation by Human Coders

We also tested the spatial consistency and interpretability of the Innovation Space using human
coders on Amazon Mechanical Turk (AMT). For each task, Turkers received a pair of G06 patents.
The patents were selected in pairs such that one patent is owned by a software producing company
(as classified by the appropriate NAICS code) and the other is owned by a company in another
sector (e.g., entertainment, healthcare, cybersecurity, or finance). InnoVAE was used to identify a
point at the midpoint of these two patents within the Innovation Space, from which an abstract
was synthetically generated for an artificial patent that might occupy that point in space. Further,
three additional, real patents were selected near the midpoint of the patent pair. Turkers were
then asked to choose the patent out of the four candidate patents that is most likely to represent
the conceptual combination. If the spatial representation rendered by InnoVAE is meaningful and
internally consistent (i.e., moving along dimensions indicates an increase in different technological

9Studies on text reconstruction of this type have also adopted a Turing-style test where human judges are asked to
correctly distinguish human-authored from machine-generated documents, but we leave this type of evaluation for
future work.
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Figure 1: Accuracy rate of the aggregated Turker responses over different sectors

factors), the Turkers should select the synthetic patent.

To ensure a high response quality, we eliminated Turkers from the sample who failed the attention
test or, on average, spent less than 30 seconds on a question. After eliminating these responses, we
obtained 1,250 attempted answers to 20 questions.

We further adopted a bagging method to remove noise from the answers. For each question,
we divided responses into groups of five and took the majority choice as the final output of
the group. Our bagging strategy follows the AMT literature, which documents that combining
responses from multiple, non-expert Turkers can provide equivalent or preferable results in quality
compared to those produced by individual experts (Sheng et al., 2008; Snow et al., 2008). This
yielded 253 aggregated responses. Of these, 230 (90.91%) of the aggregated responses agreed with
the output from InnoVAE. When separating the responses by question topic (Figure 1), we found
that Turkers achieved the highest accuracy rates (96.45%) for tasks that combine software patents
with entertainment patents (“software + entertainment”), followed by “software + healthcare”
(87.50%), “software + cybersecurity” (85.71%). The Turkers yielded lowest accuracy (80%) in the
“software + healthcare” category, which may be attributed to the high level of domain expertise
required for processing healthcare-related patents. This is consistent with reports from the patent
literature that indicate human readers often fail to comprehend the content in patents due to the
complexity of the language used in patent filings (Zhang et al., 2015). Taken together, the results
suggest that InnoVAE produces latent representations that are consistent with how human coders
might interpret innovation dimensions.

5.3 Generation of Synthetic Patents That Represent Firms’ Innovation Strategies

The two tests above demonstrate the generative fidelity of InnoVAE and semantic consistency of the
Innovation Space. Next, we demonstrate an application that requires both properties: generating
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an artificial, representative patent that accurately summarizes a firm’s total innovation portfolio. In
the context of G06 patents, this task can colloquially be described as generating a patent that best
typifies Apple’s or Microsoft’s technology strategy.

We operationalize the representative point of a firm as the centroid z̄ of its existing patents in
Innovation Space. The centroid can either be visualized by (1) sampling from the posterior to
generate a patent abstract (patent synthesis method) and (2) identifying an actual, existing patent
that is closest to the centroid z̄ (nearest neighbor method).

We present the results of these two different approaches in Tables 4 and 5 on six of the largest,
publicly traded patent owners in the United States: Apple, Microsoft, Google, Samsung, Adobe,
and Ford. These synthetic abstracts, displayed in Table 4, have coherent semantics, despite suffering
from grammatical errors and redundant language. Moreover, the generated results display the
ability to mimic the writing conventions commonly used in patent documents, such as numbering
styles and cross-reference notations.

The synthetic abstracts produced for each of the six companies appear consistent with their product
brands. For example, a representative Apple patent focuses on the human-computer interaction
(e.g., user interface) of a computer system, and a representative Google patent focuses on document
processing and information retrieval. The algorithm also differentiated companies in dissimilar
technological sectors: the synthetic patent of Samsung focuses on consumer electronics, Adobe’s
focuses on printer management, and Ford’s focuses on automobile control.

Table 4: Synthetically generated representative patent abstracts

Firm Synthetic Patent Abstract that Represents the Company

Apple

a method for provide a user interface for a computer system have a plurality of computer system, each of which be
capable of communicate with a computer system. the device be connect to the display device via a communication
link. the method include the step of: (a) receive a plurality of control signal from the computer system; (b) receive a
signal from the computer system, and (c) transmit the control signal to the computer system.

Microsoft
a portable computer system have a screen and a keyboard for use with a computer system. the main body have a
display portion and a display portion. the keyboard have a plurality of key, each of which be associate with a key of
the keyboard. the keyboard be arrange in a manner that be transparent to the user

Google
a system for transfer fund between a sender and a recipient, include a sender and a receiver, each of which be
associate with a sender the secure system (10) include a secure electronic document (20) , a secure document (24) ,
and a secure document (28)

Samsung
a portable computer have a housing and a display screen. portable electronic device have a display screen for display
information. the display device be mount on the display device and be configure to be removably attach to the
display device.

Adobe A method for control the operation of a printer, such as a printer include the step of: (a) receive a print command
from a host computer; (b) receive a command from the host computer to print the command.

Ford a method for control the operation of a motor vehicle. the method include the step of : (a) determine a current flow of
the motor vehicle; (b) determine a current flow of the motor vehicle.
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Table 5: Nearest patent neighbors to the firm’s innovation centroid in the Innovation Space

Firm Top 3 Nearest Neighbors to the Firm’s Innovation Centroid

Apple
US7509588 Portable electronic device with interface reconfiguration mode
US7765491 User interface widget for selecting a point or range
US7526738 User interface for providing consolidation and access

Microsoft
US6844871 Method and apparatus for computer input using six degrees of freedom
US7218760 Stereo-coupled face shape registration
US7305630 Ink gestures

Google
US8078573 Identifying the unifying subject of a set of facts
US7533090 System and method for rating electronic documents
US7631253 Selective image editing in a browser

Samsung
US7440773 Method for protecting user data in a personal digital assistant (PDA) telephone
US6523122 Computer system for displaying system state information including advanced configuration and power
interface states on a second display
US6088031 Method and device for controlling selection of a menu item from a menu displayed on a screen

Adobe
US7461345 System and method for displaying information using a compass
US6269196 Image blending with interpolated transfer modes including a normal transfer mode
US7656408 Method and system for animating a border

Ford
US6766206 System and method for designing automotive structure using adhesives
US6941249 System and method of virtual flowbench simulation
US7464011 Method for determining addendum and binder surfaces of springback compensated stamping dies

5.4 Discussion of Internal Validity Tests

These results indicate that our approach can represent patent content in a way that preserves
semantic meaning and is useful for synthetic content generation. This approach algorithmically
deconstructs scientific text into dimensions of innovation that are consistent with those that a
human might use when analyzing how patents are different from one another or how they might
be combined with one another.

However, a growing body of empirical research has found that intrinsic evaluation methods alone
can be limiting. Intrinsic evaluation methods can be poor predictors of how models actually perform
in real-world downstream tasks (Chiu et al., 2016), and some studies have placed the objectivity
of intrinsic evaluations under scrutiny (Faruqui et al., 2016). This is especially true for a more
complex neural net generative model like ours, where intrinsic evaluation is difficult due to the
sheer complexity of the model. Thus, the use of extrinsic evaluation methods has also progressed;
algorithms are judged based on their performance in real-world downstream tasks (Ettinger et al.,
2016).10 As there is no standard extrinsic task for validating the learned representation of patent-
based innovation, we devise downstream tasks using financial measures to validate measures
engineered through our approach. The following sections can be viewed as both 1) demonstrating
the utility of our representation approach in applied contexts and 2) providing external validation

10For example, in the case of general-purpose natural language understanding, a variety of data sets, tasks, and
benchmarks have been developed for extrinsic evaluation; examples include the LAMBADA data sets for word prediction
in diverse discourse contexts (Paperno et al., 2016), the HellaSwag data sets for sentence autocomplete (Zellers et al.,
2019), and the GLUE benchmark that includes nine tasks for natural language understanding (Wang et al., 2018).
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for our methods.

6 Applications to the Analysis of Patent and Innovation Strategy

6.1 Visualizing Firms’ Positions in Innovation Space

As a first step, we ask whether the generated space can provide insight into the innovation
landscape. As discussed earlier, an advantage of using generative techniques when modeling the
data is that the representation is constrained to be one that can generate meaningful and intuitive
features, which differentiates it from other dimensionality reduction techniques. The “smooth” and
disentangled nature of the space, whereby directions and movements are rendered semantically
meaningful, allows us to investigate how a patent document might be explained in terms of the
underlying engineered variables. In our model, out of the 30 latent variables in z, five are to retain
the five structured variables defined in Table 2, and 25 are implicitly extracted via disentangled
representation learning.

The latent embedding space yielded by representation learning algorithms retains semantic struc-
ture that can be useful for tasks such as the analysis of product competition and ideation of new
products (Allen and Hospedales, 2019; F. Chen et al., 2020; Dew et al., 2021).

Since the decoder pθ(x|w, y) is a complex recurrent neural network, it is not feasible to directly
interpret the latent variables through the trained parameters. Instead, we operationalize a difference-
based method to examine the continuous latent variable zi at an arbitrary entry i. First, we randomly
sample an instance of a patent embedding z = (z1, ..., zi, ..., z30)T from prior p(z) and use the
trained decoder to generate a constructed document x̂ := dec(z). Then, holding the remaining
latent variables z−i fixed, we alter the value of zi by ε and decode the altered embedding into a
new document x̂′ := dec(z′), where z′ = (z1, ..., zi + εi, ..., z30)T.

Comparing the generated documents x̂ with varying configurations of εi = −10,−1, 1, 10 and
instances of z, the method provides an idea of the semantic meaning of each disentangled latent
variable. Table 6 shows phrases that consistently appear (or disappear) in the generated documents
when we alter the value of zi by εi.

Figure 2 illustrates the innovation index δ (as defined in Section 3.3) of select firms along two
pairs of innovation factors: (a) the innovation factor of finance/transaction versus the innovation
factor of automation/control, and (b) the innovation factor of document processing versus the
innovation factor of human-computer interaction (HCI). In Figure 2a, we can see that e-commerce
(e.g., Amazon) and financial services (e.g., First Data) firms tend to score high in finance/transaction
while automobile (e.g., Honda) and printing (e.g., Lexmark, EFI) firms tend to score high in au-
tomation/control. The only firm that scores high in both dimensions is Diebold, a retail technology
company that specializes in self-service transactions. Likewise, Figure 2b shows that office electron-
ics firms (e.g., Dell, Fujifilm, and JVC) have relatively high δ values in the document processing
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Table 6: Selected supervised and unsupervised latent dimensions with their correlated phrases

Latent dimension Correlated phrases

Abstract wordcount <EOS>, space, punctuation marks
Non-patent citing java TM, garbage collection, probabilistic model

Broadcast broadcast, television, video, program, distribute, receiver, digital, broadcasting, distribution, connect
Ergonomics skin, eye, body, face, person, surface, glass, position, gaze, say
Information Retrieval delivery, ink, printer, receive, recording, transfer, scanner, handwriting, film, read
Hardware signal, peripheral, interrupt, hardware, data, medium, storage, volumn, drive, array
Human-Computer Interaction interface, control, mouse, texture, color, polygon, body, reflection, render, virtual
Automation / Control forecast, simulation, route, controller, driver, engine, configure, device, function, emulate
Finance / Transaction payment, money, transfer, order, recipient, sender, merchant, payer, payee, request
Manufacture panorama, motor, fan, mosaic, mainframe, radiographic, cool, tomogram, vehicle, duct
Connectivity transmission, port, connect, ultrasound, remote, communication, transmit, magnetic, memory, allocate
Medicine track, diagnostic, diagnose, surveillance, medical, imaging, device, image, recognition, motion
Security check, authenticate, verify, malicious, authority, identification, protect, secure, signature, integrity
Document Processing document, image, extract, processing, design, attach, read, digital, notebook, deploy

factor while software (e.g., i2) and consumer electronics (e.g., Sony) firms tend to score high in the
HCI dimension.
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Figure 2: Visualization of Firms’ Innovation Indices with Top G06 Patent Publications

6.2 Ranking Firms by Dimensions of Innovation

Since our analysis of a firm’s innovation portfolio is based on an aggregation of the patents owned
by the firm, we can provide additional validation that they give an accurate estimate of the firm’s
true innovation levels. Hence, we only focus on firms that owned at least ten patents in the G06
category and exclude firms that are not publicly traded on the US stock market.

Using the process described in Section 3.3, we compute an innovation index based on firms’
positions in the Innovation Space. We rank companies on five innovation factors that are easy
to interpret: (1) HCI, (2) automation/control, (3) finance/transaction, (4) connectivity, and (5)
document processing. Table 7 reports firms with the highest values for each of these factors.
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We find that the innovation factors along which firms excel are correlated with their brands. For
example, Nintendo, a well-known video game console and games manufacturer, has the highest
innovation index (2.0781) for HCI, followed by the famous computer animation studio Pixar (1.6756)
and the technology firm Immerson (1.6254), which specializes in haptic technologies. Notably, all
three of these companies specialize in the interaction between humans and computers.

Table 7: Selected dimensions for most innovative firms

Technological Factor i Most Innovative Firms Firm’s Main Business Line Innovation Index δi

Human-Computer Interaction
Nintendo Video game 2.0781
Pixar Computer animation 1.6756
Immerson Haptic technology 1.6254

Automation/Control
Intertrust Digital rights management 1.6756
Silicon Motion Hardware 1.6254
Toyota Automobile 1.2582

Finance/Transaction
VISA Finance 2.3951
CME Exchange 1.3542
Salesforce Customer relationship management 1.2225

Connectivity
Wells Fargo Finance 1.1004
West Corp. Telecommunication 1.0803
CommVault Data management 1.0668

Document processing
Fuji Document solutions 1.4982
NTT Telecommunications 1.3436
Dell Computer products 1.2941

This firm-level innovation index (δ), derived from patent filing records, allows direct comparison
of competitors’ innovation levels with respect to specific innovation factors; this further helps
researchers and analysts characterize firm competition in the Innovation Space. To illustrate this,
we consider the task of using this index to understand innovation gaps between entrant and
incumbent firms. We operationalize the innovation gap between an entrant firm and incumbent
firm with regard to technological factor i as their difference in the innovation index for that factor:

∆i := δ
(incumbent)
i − δ

(entrant)
i . (5)

For demonstrational purposes, we focus on Apple and Google, which are among the biggest patent
owners in the US and are rumored in the media to be potential entrants into the self-driving
automobile and health markets. As displayed in Table 8, the factors of security, automation, and
ergonomics are among the largest technological gaps between big tech and traditional automobile
firms; the factors of medical diagnosis, hardware, and manufacture are the most common gaps
between tech firms and healthcare firms.
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Table 8: Technology gaps between incumbent and entrant firms

Incumbent Entrant Factors of Technology Gap

Toyota
Google Automation (0.599), Manufacture (0.315), Security (0.155)
Apple Automation (0.526), Manufacture (0.264), Connectivity (0.200)

Honda
Google Information retrieval (0.183), Security (0.171), Ergonomics (0.160)
Apple Ergonomics (0.213), Connectivity (1.89), Information retrieval (0.126)

Ford
Google Security (0.233), Hardware (0.227), Automation (0.179)
Apple Connectivity (0.203), Security(0.173), Ergonomics (0.149)

(a) Automobile market

Incumbent Entrant Top Factors of Technology Gap

Siemens Health
Google Ergonomics (0.134), Manufacture (0.129), Hardware (0.127)
Apple Connectivity (0.195), Ergonomics (0.187), Medical diagnosis (0.110)

Medtronic
Google Hardware (0.307), Medical diagnosis (0.220), Security (0.113)
Apple Medical diagnosis (0.230), Hardware (0.125), Connectivity (0.124)

GE Health
Google Hardware (0.132), Connectivity (0.094), Manufacture (0.082)
Apple Connectivity (0.175), HCI (0.036), Manufacture (0.032)

(b) Healthcare market

6.3 Patent Analysis Using Engineered Variables

6.3.1 Engineering Interpretable Features From Patent Text

We test the utility of our representation by incorporating engineered measures into firm market
value regressions. To value a firm’s knowledge assets, a common approach is to perform a hedonic
regression that places a measure of the firm’s market value on the left-hand side and indicators of a
firm’s knowledge assets, particularly based on patents, on the right-hand side of the estimating
equation.

Motivated by the rich literature on innovation and intellectual property, we construct several
firm-level innovation variables from the Innovation Space to create a geometric characterization
of the content in firms’ patent publications. See Table 9 for stylized illustrations of some of these
variables.

Breakthrough innovation: Our first engineered measure indicates whether an innovation is a
“creative breakthrough” relative to prior innovation.11

11Patents are an important embodiment of innovation, but a separate literature considers the question of what it
means to innovate, and how to classify innovation. The literature on cognitive science and philosophy (Ward, 1995;
Giora, 2003) suggests that creativity itself is a “recombinant” concept in the sense that creative artifacts are derived
from a combination of pre-existing ideas or concepts. This point of view has been echoed by research in strategy and
management. Galunic and Rodan (1998) suggest that knowledge must be combined with other knowledge bases for
firms to create novel business concepts; Yayavaram and Ahuja (2008) suggest that the combination of technologies
from decoupled domains enhances the usefulness of an invention; Carnabuci and Operti (2013) argue that recombining
existing knowledge in a novel fashion drives firms’ abilities to innovate.
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Seminal work in the area of algorithms and creativity proposes a categorization of creativity
through the notion of a conceptual space of thoughts from which new instances of concepts can be
generated (Boden, 2004). This model distinguishes three key types of creative thought:

(1) combinational: an unfamiliar juxtaposition of familiar concepts,
(2) exploratory: searching or sampling within a familiar conceptual space by generative processes

that construct novel structures informed—and limited—by the constraints defining them,
and

(3) transformative (sometimes quoted as “transformational”): changing the underlying constraints
to expand the conceptual space beyond the existing one.

The last two—exploratory and transformative creativity—are also categorized as impossibilist
creativity. The conceptual search space is mathematically formalized by Wiggins (2006), who uses a
symbolic representation related to AI systems.12

Although the Wiggins (2006) symbolic formalization is useful for characterizing the creativity level
of technological innovations, it does not detail how a data-driven machine learning model can be
trained to represent conceptual space and explore it to produce a creative artifact. To apply Boden’s
and Wiggins’s creativity theory within a data-driven AI framework, we employ the language of
representation learning. We provide a full description of this application in Appendix Section B.
To summarize here, exploratory innovations come from ideas that are beyond the juxtaposition of
existing ideas and are located outside of the convex hull (“innovation frontier”) of existing ideas in
the conceptual space. However, unlike transformative innovations, exploratory innovations still
come from familiar concepts and are geometrically located within the scope of existing concepts
(“conceptual boundary”). This approach allows algorithmic classification of innovations into those
that lie outside the frontier from those within the frontier that can be constructed as combinations
of existing innovations.

Technological diversification (average squared distance in Innovation Space): The second en-
gineered measure is motivated by the existing literature on technological diversification (i.e., the

While the connection between creativity and the novel combination of ideas is established in the literature, many argue
that some creative endeavors extend beyond simple recombination. Boden (1994) points out that a good creative idea
should feel as if it did not happen before and also could not happen before. Gerken and Moehrle (2012) define pioneering
novelty as work that includes elements that are “not drawn from the ‘made’ world” and distinguish it from recombinant
novelty that draws upon combinations of ideas from known resources. These ideas can be extended into the world
of technological innovation. Dewar and Dutton (1986) use the term “radical innovation” to describe innovations that
represent “revolutionary changes in technology” and “clear departures from existing practice.”

12A conceptual space is a constrained set containing all possible artifacts (or, in Boden’s terminology, “concepts”)—the
constraints of which are decided by certain rules. Under this framework, the exploratory process can be modeled as a
search process guided by heuristic strategies. Transformative creativity, then, refers to the process of releasing constraints
on the conceptual space. Implicitly, this definition makes a distinction between exploratory and transformative creativity:
while instances of exploratory creativity are contained in the conceptual space, transformative creations are located
outside of this extant conceptual space. Additionally, Wiggins uses the term “combinatorial creativity” to refer to the
combination of existing artifacts from different conceptual spaces; arguably, it does not precisely reflect the original
definition by Boden, who positions combination creativity as less exciting than impossibilist creativities that require
exploration or transformation.
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Table 9: Spatial variables that characterize a firm’s patent portfolio in the Innovation Space

Average Squared Distance Bounding Box Volume Average Saturation

Higher

Lower

Geometric
Meaning

Technological diversity of a firm’s
knowledge stock

Potential of technology synergy
within an organization

Propensity for a firm to situate its
invention in a saturated space

Mathematical
Definition W(Ck) = ∑zi∈Ck

‖zi − µk‖2
2/|Ck | V(Ck) = ∏n

d=1

(
z(d) − z(d)

)
D(Ck) = ∑zi∈Ck

ρ(zi)/|Ck |

Guiding Theory
Technological Diversification and
Coherence (Amit and Livnat, 1988;

Miller, 2006; Leten et al., 2007)

Technology Synergy (Gatignon and
Xuereb, 1997; Song and Parry, 1997)

Patent Thicket and Patent Fence
(Gaessler et al., 2017; Egan and

Teece, 2015)

extent to which a firm expands its technology base into various technology fields) and the coherence
(i.e., the extent to which components in a technology portfolio are technologically related) of a firm’s
technology portfolio. This variable relates a firm’s portfolio strategy to patent-based measures of
technological performance or market-based measures of financial performance. (Amit and Livnat,
1988; Miller, 2006; Leten et al., 2007).

To map diversification into Innovation Space, we measure how close the data points within a set are
to one other in Innovation Space. Following Hartigan and Wong (1979), we compute the average
intra-cluster distance, defined as the average squared Euclidean distance between each patent
owned by a firm to the centroid of the full set of the firm’s publication Ck:

W(Ck) :=
∑zi∈Ck

‖zi − µk‖2
2

|Ck|
. (6)

In the equation above, zi is the latent embedding of a patent that belongs to the publications set Ck

of firm k, and the centroid µk is computed as the mean value of the points assigned to the set Ck:

µk =
∑z∈Ck

z
|Ck|

. (7)
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In general, a higher value for the intra-cluster distance indicates a spatially more dispersed dis-
tribution over the Innovation Space and therefore, a semantically more diverse technological
portfolio.

Scope of knowledge stock (volume of the bounding box in Innovation Space): This variable
measures the stock of knowledge a firm has accumulated within its patent portfolio. This relates
to the concept of technological synergy, and specifically, the potential of a firm to develop new
products from its existing technological stock. The term synergy was originally coined by Ansoff
(1965) to describe how firms reduce costs by sharing, reusing, or transferring existing resources; it
was later used in the strategy literature to refer to an organization’s ability to build from its existing
development and production resources (Cooper and Kleinschmidt, 1987; Song and Parry, 1996),
including technological synergy from patented innovation (Park et al., 2013), synergy of existing
marketing resources (Song and Parry, 1997), and financial synergy of corporate assets (Fluck and
Lynch, 1999).

To quantify the measure, we compute the bounding box volume for each firm, defined as the volume
of the axis-aligned minimum bounding box (i.e., an n-dimensional hypercube) that encloses all the
patents owned by a specific firm:

V(Ck) :=
n

∏
d=1

(
z(d) − z(d)

)
, (8)

where z(d) and z(d) represent the upper bound and the lower bound of all the points assigned to Ck

at the d-th dimension.

Patent thicket density (average saturation in Innovation Space): The final variable we engineer
focuses on the saturation within the Innovation Space. Saturation occurs when a specific area of the
Innovation Space is filled with a large number of patents; it is reminiscent of a “patent thicket” in
which one company or a small number of companies dominate a specific group of highly related
patents and technologies to strengthen the barrier to entry for potential entrant companies (Teece
and Coleman, 1998; Egan and Teece, 2015; Paik and Zhu, 2016).

To quantify the propensity of a firm to situate its invention in a saturated Innovation Space, we
calculate the average kernel density (e.g., estimated probability density function) of all the patents
assigned to a firm

D(Ck) :=
1
|Ck| ∑

zi∈Ck

ρ(zi). (9)

Denoting the set of all patents in the Innovation Space as Z , the probability density function ρ(y)
at a point y is estimated using the kernel function K with bandwidth parameter h indicating the
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size of each kernel13:
ρ(y) = ∑

z∈Z
K(y, z; h). (10)

For computational efficiency, the kernel function K is implemented as a Top Hat kernel with the
Manhattan distance metric:

K(y, z; h) ∝

1 if ‖y− z‖1 ≤ h

0 otherwise
. (11)

6.3.2 Analyzing Patterns of Breakthrough Innovation Using Engineered Variables

Using the spatial characterization developed in the prior section, we classify G06 patents into one
of three areas: combinational, exploratory, and transformative innovation.

Table 10: Examples of patents with different identified innovation types

Issue Year Patent Name Owner Identified Types

1988 US4779187 Method and operating system for executing programs in a
multi-mode microprocessor Microsoft Transformative

1996 US5586260 Method and apparatus for authenticating a client to a server in
computer systems which support different security mechanisms HP Transformative

1999 US5978463 Multiple fingers contact sensing method for emulating mouse buttons
and mouse operations on a touch sensor pad Logitech Exploratory

2001 US6266669 Partially replicated distributed database with multiple levels of
remote clients Oracle Exploratory

2001 US6285999 Method for node ranking in a linked database Google Combinational
2010 US7663607 Multipoint touchscreen Apple Combinational
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Figure 3: Number of G06 (computing system) patents issued per year in log scale, categorized by
the identified innovation types with our model

Table 10 displays a selection of highly cited patents with their categorizations. Our algorithm

13To ensure the robustness of downstream analysis, the bandwidth parameter is chosen as h = 5.0 to ensure higher
smoothness and lower skewness of the estimated probability densities.
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considers many of the early-year technology advancements—such as Microsoft’s invention that
enables multi-tasking on its operation system and Logitech’s invention that pioneered a multipoint
touchpad—as breakthrough innovation that pushes the technological boundary. Surprisingly, al-
though Apple’s patent on multipoint touchscreens and Google’s patent on the PageRank algorithm
are widely seen as “revolutionary” by the public (Pasquinelli, 2009), our approach suggests that
they are combinational in the conceptual space (i.e., they were convex combinations of patents that
had preceded them).

Figure 3 illustrates changes in the number of different categories of patents per year over the
30-year period in our sample. A large majority (97.59%, 237,540 in total) of “computing system”
patents are categorized as combinational, with 2.37% (5,768 in total) and 0.04% (98 in total) of the
patent population classified as exploratory and transformative, respectively. Interestingly, although
the number of combinational patents demonstrates a growth rate of about 15.7%, the number of
breakthrough (exploratory plus transformative, or “impossibilist” as Boden describes) innovations
created per year is stable, with an average value of 195. That is, it is 42 times more likely that a firm
produced an exploratory or transformative innovation in the early 1980s than in the late 2010s.

Table 11: p values of statistical tests that compare combinational (CI) vs. exploratory (EI) vs.
transformative (TI) innovations on 10-year forward citations and average Kogan values.

(a) Forward citations

Test CI and EI CI and TI EI and TI

t-test <0.001 0.202 0.058
KS <0.001 0.239 0.217

Mann–Whitney <0.001 0.181 0.053

(b) Kogan value

Test CI vs. EI CI vs. TI EI vs. TI

t-test <0.001 0.237 0.651
KS <0.001 0.041 0.173

Mann–Whitney <0.001 0.135 0.314

Table 12: Distribution of patents across decile groups per forward citations/Kogan value

(a) Forward citations

Decile Group of
Forward Citations Comb. Expl. Tran.

1st (lowest) 12.6 5.0 4.1
2nd 11.2 6.1 6.1
3rd 8.9 5.8 6.1
4th 10.2 8.9 7.1
5th 7.6 6.7 8.2
6th 10.7 11.4 16.3
7th 9.7 11.9 12.2
8th 9.7 12.6 14.3
9th 9.7 14.0 16.3

10th (highest) 9.7 17.7 9.2

Total 100.0 100.0 100.0

(b) Kogan value

Decile Group of
Kogan Value Comb. Expl. Tran.

1st (lowest) 9.9 13.4 8.6
2nd 10.1 7.0 12.1
3rd 10.0 11.6 15.1
4th 10.0 9.9 5.2
5th 10.0 9.9 1.7
6th 10.0 10.7 20.7
7th 10.0 11.1 20.7
8th 10.0 8.8 10.3
9th 10.0 9.3 5.2

10th (highest) 10.0 8.4 0.0

Total 100.0 100.0 100.0

We compare three categories of patents in terms of (1) 10-year forward citations and the (2) Kogan
value, which reflect the scientific impact and market reactions to the announcement of a patent, re-
spectively. The results indicate that combinational innovations receive significantly fewer citations
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than exploratory innovations. The average number of forward citations received by combina-
tional innovations is 17.5, 8.4% lower than that of exploratory patents (19.11). The dominance of
exploratory patents over combinational patents is statistically significant, as shown in Table 11a.
When comparing the technological impact of exploratory and transformative innovations, both
a t-test and a Kolmogorov–Smirnov test suggest an insignificant difference. We obtain consistent
conclusions when conducting a similar analysis using decile groups, as shown in Table 12.

The economic impact of different types of innovation are compared through their average Kogan
values (Kogan et al., 2017). A Kogan value is a dollar value estimate for each patent, computed by
measuring the short-term stock market reaction to the patent issuance. Our calculations indicate that
combinational innovations, on average, have a nominal value of $31.4 million, which is 5.7% higher
than that of the exploratory patents ($29.6 million) and 177.1% higher than that of transformative
patents ($11.33 million). The Kogan value difference between combinational innovations and
impossibilistic innovations are statistically significant, as displayed in Table 11b.

6.3.3 Regression Analysis of Patents and Value

We next turn towards evaluating whether our engineered measures can be applied in a regression
context and how they perform when contrasted with the structured features on patents that have
historically been widely available. The configuration of our regression models follows Hall et al.
(2005) in using Tobin’s q as the dependent variable. Tobin’s q is computed as a firm’s market value
divided by the replacement costs of its assets. In these regressions, patent measures are scaled by a
measure of a firm’s assets (such as PPE) to account for scale differences. The specific equation we
estimate is:

log(q)it = regressor(αit, γit, τit, εit). (12)

We use both the OLS linear regressor and the nonlinear XGBoost (T. Chen and Guestrin, 2016)
to fit the model. Here, i indexes the firm and t indexes the year. αit is a vector of “traditional”
measures of knowledge assets that varies by firm and year. These include patent count, patent
claims, and backward and forward citations. γit are measures we derived from our representation
learning engine, such as bounding box volume. Finally, τit is a vector of fixed-effects for year,
industry, or firm, depending on the specification and εit is the error term. Standard errors for all
of these models are clustered on firm. To create the panel used for this analysis, we combine the
patent-based measures as described above with data from Capital IQ on the firms’ share prices
and outstanding shares in addition to measures of PP&E (property, plant, and equipment) and
NAICS industry classification. After combining these two data sets, we are left with about 18,000
firm-year observations, where measures can be computed using patents filed under “G06.” Using
these measures, we investigate whether our engineered measures can tell us something beyond
traditional patent measures. We first utilize non-linear model XGBoost in conjunction with SHAP
(Lundberg and Lee, 2017) to provide feature importance. We then turn towards an analysis of the
linear models that are more common in the patents literature.
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Nonlinear models: measuring global feature importance via XGBoost & SHAP: Linear regres-
sion coefficients do not incorporate nonlinearities and interactions when measuring feature impor-
tance. So we first visualize the global importance of our engineered features when compared to
standard structured features in a nonlinear model. We apply the SHAP method on an XGBoost-fitted
model, with the explanatory variables in Equation 12. XGBoost fits a high-performing ensemble
model to capture nonlinearities along with interactions. SHAP calculates a unique solution for
variable feature importance with a set of desirable properties (see Lundberg and Lee, 2017 for
details).

Figure 4 displays the average feature importance (in absolute values) for each of the explanatory
variables when predicting Tobin’s q. The key takeaway from Figure 4 is that our engineered spatial
variables have levels of feature importance that are similar to features used in traditional Tobin’s q
analyses, such as forward citation and total claim count.

Figure 4: SHAP feature importance

10 1 100 101 102

Mean |SHAP value| 
 (Average Impact on Model Output Magnitude)

Cumulative Patent Count
Average Saturation

Forward Citations
Sector: Manufacturing

Patent Claims
Average Squared Distance

Backward Citations
Combinational-Impossibilistic Ratio

Bounding Box Volume
Sector: Finance

Sector: Professional Services
Sector: Utilities
Sector: Mining

Sector: Transportation
Sector: Wholesale
Sector: Healthcare

Sector: Other
Sector: Administrative and Support

Sector: Retail
Sector: Accommodation and Food

Sector: Entertainment
Sector: Real Estate
Sector: Agriculture

Sector: Construction
Sector: Educational Services

Figure notes: SHAP feature importance is measured as the mean absolute Shapley values of each explanatory variable
when predicting logged Tobin’s q using XGBoost regression. Confidence intervals are constructed via bootstrap.

Linear regression model: We next turn towards adding our engineered variables into the linear
models that have been most common in the econometric specifications used in the patents literature.

The results from these tests are shown in Table 13. Column (1) is a regression of logged Tobin’s q
on measures of the firm’s total patent count, as in Hall et al. (2005). With year and NAICS fixed
effects, we observe a statistically significant relationship between total patent count and Tobin’s
q. In column (2), we can see that the explanatory power from total patent counts is absorbed into
the measure of forward citations. This indicates that numbers of influential patents (as measured
by citations) are a better indicator of the value of a firm’s patent stock than patent count alone. In
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Table 13: Regressions of patent assets on market value

Dependent Variable:

Logged Tobin’s Q

(1) (2) (3) (4) (5)

Cumulative Patent Count 1.693∗∗∗ 0.598 1.502 2.559 0.635
(0.448) (3.035) (3.174) (2.388) (1.692)

Patent Claims −0.090 −0.145 −0.133∗ −0.006
(0.094) (0.099) (0.072) (0.054)

Forward Citations 0.042∗∗∗ 0.045∗∗∗ 0.022∗∗∗ −0.021∗∗∗

(0.012) (0.013) (0.008) (0.007)

Backward Citations 0.207 0.186 0.096 −0.034
(0.139) (0.136) (0.082) (0.046)

Combinational-Impossibilistic Ratio −6.396∗∗ −6.594∗∗∗ −6.885∗∗∗

(2.673) (1.697) (1.728)

Bounding Box Volume 6.632∗∗ 6.275∗∗∗ 7.014∗∗∗

(3.231) (2.044) (1.795)

Average Squared Distance −0.023∗∗∗ 0.001 −0.007
(0.007) (0.004) (0.005)

Average Saturation −0.398∗∗∗

(0.069)

NAICS FE Yes Yes Yes Yes Yes
Year FE Yes Yes Yes Yes Yes
Firm FE No No No Yes Yes

Observations 17,974 17,974 17,974 17,974 11,542
R2 0.257 0.265 0.271 0.766 0.814
Adjusted R2 0.255 0.264 0.269 0.740 0.782

Table notes: This table reports coefficient estimates from regressions of characteristics of a firm’s patent portfolio on logged
Tobin’s q as in Hall et al. (2005). All covariates are normalized by PP&E to account for scale. All columns include year
fixed effects and industry fixed effects (at the two-digit level). The last two columns add firm fixed effects. Standard errors
are clustered at the level of the firm. Standard errors are shown in parentheses, with ∗∗ and ∗∗∗ denoting significance at
the 5% and 1% level, respectively.
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columns (3) and (4), we introduce the new measures engineered from the Innovation Space into
our market value regression. There is a negative relationship between combinational patents and
market value. This indicates that conditional on patent count, influence, and other variables, the
market places higher value on firms that file patents outside the patent frontier generated by our
representation learning approach. The volume of the bounding box generated by the patents is
positively correlated with logged Tobin’s q, which suggests that owning the property rights that
circumscribe a larger volume of Innovation Space (thus allowing higher potential of technology
synergy) is associated with a higher q. Conversely, the estimation results indicate that the values of
Tobin’s q are negatively correlated with average squared distance and average saturation. These
last three coefficient estimates, interpreted in tandem, indicate that a valuable innovation portfolio
is one that captures space (but is more focused) and is preferably situated in a less saturated area to
avoid infringement and excessive competition. This is similar to the “freedom-to-operate” construct
in the patent infringement industry, which indicates whether it is safe for firms to move into new
product areas without infringing on the intellectual property of competing firms.

Our engineered measures are robust to including firm fixed effects in the next column. When
including firm fixed effects, the signs and magnitudes of these measures are similar. We get a
more precise coefficient estimate on bounding box volume, and that estimate in this column is
significantly different than zero at conventional levels. In Appendix C, we report the results from
additional regressions using these engineered measures to show that an expansion of bounding
box volume – i.e., staking out new territory – has stronger value implications when firms are in
periods characterized by rapid technological innovation, such as the years that corresponded to
the “dot-com boom”. In sum, the results reported in Table 13 and Appendix C suggest that our
engineered patent variables, when studying patent value, can be a useful complement to existing
structured patent features.

7 Conclusions

Recent work has applied unsupervised, NLP-based techniques to patent text, and deep learning-
based NLP techniques may allow for mappings from text to outcomes. However, the lack of
interpretability associated with these approaches is a constraint when data-driven exploration is the
goal. The disentangled representation that we generate has the benefit of being interpretable, albeit
still requiring some human judgment.14 Although disentangled representation learning techniques
remain new to the literature and have some limitations,15 this paper illustrates that they have a

14Recent work in the area of disentangled representation learning stipulates that unsupervised disentanglement
requires the application of strong inductive bias on the model architecture or the objective function to produce useful
representations (Locatello et al., 2018)—in other words, the use of disentangled representation requires injecting domain
knowledge and guiding it towards finding the best representation of vector axes to comprise the embedding object space.

15Some examples of these drawbacks include mode collapse in which samples are generated with extremely low variety,
the need for human judgment to guide the selection of axes, a lack of universal metrics to measure disentanglement, and
the absence of a theoretical guarantee.
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great deal of potential for the facilitation of data-driven exploration of any multi-modal object of
business interest. Thus, they hold particular promise for managerial applications.

We demonstrate one such example using high-tech patents, but this approach can be applied to
other domains, such as data on jobs (embedding jobs within a skill space) and products (embedding
products in product-feature space). These approaches can also be useful for conducting controlled
generation experiments, exploring the combinational innovation of embedded objects, and con-
ducting factor-level exploration of business applications. More generally, although much of the
focus in recent years has been on the business application of predictive, supervised techniques,
advancements in representation learning have the potential to transform how organizations derive
insights from domain-specific data sets.
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A Technical Appendix on Generative Models and Variational Autoencoders

A.1 Preliminaries: Generative Models and Latent Spaces

A.1.1 Definition of Generative Models

Generative models are a class of probabilistic models that characterize the data-generating process
of observations in a certain domain, whether it covers structured data represented in vector form
or high-dimensional unstructured data, such as images and texts. Namely, given an observable
variable (“data point”) X in some potentially high-dimensional space X and a target variable
(“label”) Y in the label space Y , a generative model deals with the joint distribution P(X, Y), or
simply P(X) when there is no target variable of interest (i.e., Y = ∅).

For instance, in the rising field of natural language processing (NLP), a typical example of a
generative model is the language model, which captures the probability of a given sequence of
words occurring in a sentence. Formally, given a finite dictionary of words W and a sequence
(w1, ..., wn) that contains n words, a language model can be seen as a probability measure

P :Wn 7→ [0, 1] (13)

that assigns a probability P(w1, ..., wn) to the whole sentence.16 Once properly trained on a corpus of
human-written texts, a good language model should assign high probability to a coherent sentence
and low probability to a gibberish string that makes little sense.

In some cases, a black-box function that simply computes P(X) numerically is sufficient to synthe-
size data instances that look like real-world observations. For instance, when the observation space
X is considerably small, one can synthesize the data by enumerating every possible instance X ∈ X
and only keeping the instance when P(X) is relatively high. However, traversing the observation
space is often impractical, if at all possible, especially for instances from high-dimensional observa-
tion space in which the number of potential candidates grows exponentially with the dimension of
the space due to “the curse of dimensionality.”

Instead, empirical researchers from various disciplines often impose some assumptions on the
underlying structure of the data distribution P that effectively limit the observation space X . The
rationale is that the behavior of the system in which X are observed usually follows a limited set
of rules; therefore, it can be characterized in a rather idealized form by some statistical model.
Examples include (1) dynamic discrete choice models in economics that characterize the choice of a
rational agent over discrete alternatives that have future implications, (2) Hidden Markov Models
(HMMs) embodied in speech recognition systems that turn spoken language into text, and most
recently, (3) auto-regressive language models that use deep neural networks to produce human-like
texts of impressive fidelity.

A.1.2 Key Assumptions on the Data-generating Process

Among a vast territory of statistical models, a large family of models can be conceptually categorized
as the latent variable models, assuming that the data-generating process of potentially high-

16By this definition, a language model appears only able to deal with sentences of a fixed length n. In practice, one can
set n sufficiently large and pad those sentences that are shorter than n with empty tokens (e.g., end-of-sentence symbol
<EOS>) at the end to length n. This workaround allows taking sentences of any (finite) length as input.
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dimensional observations X can be described by a set of explanatory factors Z that indicate the
state or govern the behavior of the system (Locatello et al., 2018).

In classic models that deal with structural data, examples of explanatory factors include unobserved
individual utility in discrete choice models, the hidden states in HMMs, etc. For a collection of
human face images, the set of explanatory factors include (but are not limited to) gender, expression,
lighting, poses, etc. (Karras et al., 2019). For textual data, the explanatory factors for a sentence may
include sentiment, topics, grammatical properties, etc. (Bowman et al., 2015; Hu et al., 2017).

In these models, one can conceptualize the data-generating process as a deterministic mapping
f : Z ×Θ 7→ X

X = f (Z; θ) + δ (14)

where the latent variables Z ∈ Z are (at least partially) unobserved, θ ∈ Θ is a vector of fixed
parameters determined by the researcher, and δ captures the uncertainty that cannot be explained
by Z, such as the observational error.

Consistent with this assumption and existing literature, we model the data-generating process of
real-world observations x (patents in our case, but it could be anything, such as images, texts, firms,
products, or jobs) in two steps:

Step 1. Semantic embedding. First, “humanity” samples from a latent multivariate Gaussian
random variable z ∼ p(z), where each entry of z corresponds to a semantically meaningful factor.
For example, let z represent the low-dimensional semantic embedding of a patent; then, each
entry of z may be mapped to a factor of innovation, such as “data security,” “portability,” or
“digitization.”

Additionally, there are two assumptions commonly imposed over the distribution of the prior p(z)
in VAEs modified for disentangled representation learning (i.e., that represent high-dimensional
real-world objects or data into lower-dimensional vector space while keeping the axes more inde-
pendent and interpretable and directions within the space rendered meaningful). First, motivated
by the notion that descriptive factors should be semantically orthogonal to each other, the prior
distribution is often assumed to be isotropic (e.g., p(z) ∼ N (θ, I)). Second, for a given observa-
tion x, the posterior belief of “humanity” (i.e., p(z|x)) is not fully observable to researchers. This
assumption can be motivated by the fact that researchers usually do not have full knowledge of
(1) the extent to which a patent realizes a factor (e.g., how well the patent on database software
improves data security) and (2) what factors fundamentally comprise the Innovation Space.

Step 2. Decoding z to high dimension. In a second step, “humanity” samples observation x from
the conditional distribution p(x|z). This process can be viewed as a realization of the embedding z
with uncertainty (i.e., “humanity” or an inventor creates and writes down the actual patent entity,
x, from a specific idea best represented as z). Following the previous example, with the features of
“data security,” “portability,” or “digitization” determined by z, a decoding process yields a patent
x that realizes these factors.

In the latent variable models, generating the real-world instance X becomes a two-step process: in
the first step, the latent variable Z is sampled from a relatively lower dimension Z ; in the second
step, the instance X is generated through the deterministic mapping f (Z; θ) and observed with
uncertainty. In probabilistic language, this process can be characterized via the evidence integral
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P(X):

P(X) =
∫

P(X|Z = z)P(z)dz. (15)

There are multiple challenges to calculating the evidence integral, making the computation in-
tractable. First, the mapping f (Z; θ) may not be expressed in analytic form, if at all available. Second,
taking the integral over latent variable z may take exponential time when z is multidimensional.
Besides, the value of P(X|Z = z) will be nearly zero in practice for most z and contribute little to
the estimate of P(X). The intractable issue in computing the evidence integral is the central issue in
Bayesian machine learning and has motivated the development of variational Bayesian methods
(Kingma and Welling, 2013).

A.2 Background on Variational Autoencoders

The Standard Variational Autoencoder

A standard variational autoencoder (VAE) consists of two sub-networks: an encoder parametrizing
qφ(z|x), which infers the semantic embedding z of observation x (which can be multimodal—
i.e., both structured and unstructured), and a decoder modeling pθ(x|z), which mimics the data-
generating process performed by “humanity,” as displayed in Figure A.1.

Latent
variables
z ∼ p(z)

Decoder
pθ(x|z)

Encoder
qϕ(z|x)

Original observation x
(e.g., patent documents)

Generated observation x̂
(e.g., reconstructed documents)

Figure A.1: A standard VAE model. The original observation x typically involves high-dimensional data
such as text. The encoding z in the central box is inferred by the encoder model qφ(z|x) and is reconstructed
afterwards by the decoder pθ(x|z) into a generated observation x̂.

Ideally, to model such an encoding-decoding process, we would directly optimize the log likelihood
of the empirical observations, but this is intractable in most cases. A common workaround is to
tease out the intractable Kullback–Leibler (KL) loss term from the likelihood

log p(x) = LVAE(x; θ, φ)︸ ︷︷ ︸
Tractable

+ DKL
(
qφ(z|x)‖p(z|x)

)︸ ︷︷ ︸
Intractable KL loss

, (16)

and optimize over a tractable term called an evidence lower bound (ELBO):

LVAE(x; θ, φ) = Eqφ(z|x)[log pθ(x|z)]︸ ︷︷ ︸
Reconstruction loss

− DKL
(
qφ(z|x)‖p(z)

)︸ ︷︷ ︸
Disentanglement-inducing term

. (17)

This lower bound comprises (1) a reconstruction loss term that encourages the encoder to embed
the observations into a latent space with minimal loss of information and (2) a KL divergence
term that pushes the encoded representation qφ(z|x) toward the prior p(z) and further induces
disentanglement.

In practice, for sequential observations x of high dimensionality such as texts, the encoder qφ(z|x) :=
N
(
µφ(x), σφ(x)

)
is often parameterized with a deterministic long-short term memory network
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(LSTM), which infers the posterior mean µφ(x) and variance σφ(x) from the input observation x.
With � signifying the element-wise product, the latent variables are then sampled:

z = µφ(x) + σφ(x)� ε, ε ∼ N (0, I). (18)

Similarly, the decoder can also be parameterized as a neural network, such as a deep LSTM
language model that generates new text sequences from the latent variables. This reparameteriza-
tion approach, pioneered by Kingma and Welling (2013), allows the model to be optimized in a
straightforward manner using standard stochastic gradient-based training methods.

A.3 Variational Inference and Density Approximation of P(z|X)

The goal of variational Bayesian methods is to derive a tractable and tight lower bound for the
likelihood of the observed data, which revolves around a tractable density approximation of the
intractable true posterior P(z|X). To get the best approximator, the key idea is to posit a family
of density function Q of simpler form (e.g., isotropic Gaussian distributions that have a diagonal
covariance matrix) over the latent variables z and select a member Q(z|X) ∈ Q that is closest to
P(z|X) per some distance measure D.

To make the notion mathematically, this problem amounts to the optimization problem of maximiz-
ing the likelihood with a soft constraint to minimize the divergence between P and Q:

Q∗ = arg max
Q∈Q

log P(X)−D [Q (z|X) ‖P (z|X)]︸ ︷︷ ︸
Evidence Lower Bound ELBO(Q)

, (19)

in which the objective function is often known as the ELBO since the divergence termD[Q(z|X)‖P(z|X)]
is non-negative.

While extant literature has described a variety of divergence measures for variational inference, the
most common choice is the KL divergence, an asymmetric, non-negative measure defined as

DKL [P(x)‖Q(x)] :=
∫

x∈X
P(x) log

P(x)
Q(x)

dx = Ex∼P

[
log

P(x)
Q(x)

]
. (20)

Accordingly, the ELBO can be written as

ELBO(Q) := log P(X)−DKL[Q(z|X)‖P(z|X)]

=Ez∼Q

[
log P(X|z)− log

Q(z|X)

P(z)
+ log

Q(z|X)

P(z|X)
− log

Q(z|X)

P(z|X)

]
=Ez∼Q [log P(X|z)]−DKL[Q(z|X)‖P(z)],

(21)

which serves as the objective function of a VAE. The ELBO loss consists of two parts. The first term,
Ez∼Q [log P(X|z)], resembles the reconstruction loss in a typical deterministic autoencoder and
can be operationalized by a standard loss function; common examples include the mean squared
loss (MSE), especially when a Gaussian prior P(X) is assumed, and cross-entropy for Bernoulli.
The second term DKL[Q(z|X)‖P(z)] that pushes the posterior approximator Q(z|X) to match the
structure of P(z), however, seems tricky to compute.

Now that equation 21 holds for any arbitrary pair of posterior approximator Q(z|X) and true prior
P(z), one would hope they come in a form so that the divergence can be expressed in a closed
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form. Thus, a common practice in mean-field variational inference is to treat Q(z|X) as a general
Gaussian distribution parametrized by functions of X and P(z) as a standard Gaussian distribution:

P(z) ∼ N (0, I), Q(z|X) ∼ N (µ(X), Σ(X)), (22)

where I is the identity matrix, whereas µ(·) and Σ(·), in most cases, are jointly modeled by a neural
network that take X as input. Hence, the KL divergence term can be written as:

DKL [N (µ(X), Σ(X))‖N (0, I)] =
1
2

[
µ(X)>µ(X) + tr(Σ(X))− log det(Σ(X))− n

]
, (23)

where n is the dimensionality of the latent variable z.

While this approach seems to impose a strong assumption on the structure of density functions,
Doersch (2016) has suggested that it does not necessarily compromise the approximation capability
of the VAE, provided that the decoder network has sufficient expressive power in fitting curves—a
conclusion consistent with the universal approximation theorem (Hornik et al., 1989; Lu et al.,
2017). Furthermore, by pushing the encoded latent variables z into independent factors of variation
N (0, I) that often have meaningful semantics, the approach manages to abstract the underlying
dependencies in the data into a concise representation, bringing an added benefit of enhanced
interpretability.

X
Encoder

φ

µ(X)

Σ(X)

z
Decoder

ψ X̂

L
(
X, X̂

)D [N (µ(X), Σ(X))‖N (0, I)]

Sampler N (µ, Σ)

Figure A.2: A VAE implemented as a neural network. The two blue nodes represent the reconstruc-
tion loss and KL loss, respectively.

Figure A.2 displays the architecture of a VAE, which consists of (1) an encoder network that
estimates the parameters of the posterior density approximator Q(z|X), (2) a decoder ψ : Z 7→ X
that synthesizes data instance X̂ from the latent representation z, and (3) a Gaussian sampler that
samples the latent variable z according to the posterior density Q(z|X). During a training iteration,
the encoder network first takes the training data X as the input and yields the mean µ(X) and
covariance matrix Σ(X) of the posterior density; then, a batch of latent variables z will be sampled
from N (µ(X), Σ(X)) and decoded into synthesized instances X̂. The stochastic gradient descent
optimizer (e.g., AdaGrad (Duchi et al., 2011), Adam (Kingma and Ba, 2014)) will then compute the
sum of the reconstruction loss L(X, X̂) and the KL divergence loss DKL [N (µ(X), Σ(X))‖N (0, I)]
as the training loss and will alter the parameters of the decoder and encoder networks to achieve a
lower training loss.
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A.4 Deep Variational Autoencoder for Text Generation

A.4.1 Deep Neural Networks for Sequence Transduction

With latent variables defined on a continuous space, early research typically applied variational
methods on continuous domains, such as images and time series sequences. More recent studies,
however, have begun to explore the possibility of using VAE models on discrete sequences, such as
music (Fabius and Van Amersfoort, 2014) and texts (Bowman et al., 2015; Hu et al., 2017). This is
due to the breakthrough in a relevant but separate field in NLP: the sequence-to-sequence (seq2seq)
or sequence transduction approaches, which deal with transforming input sequences into output
sequences for a wide range of applications, such as speech recognition, machine translation, and
representation learning.

Due to the nature of these sequence transduction tasks, a seq2seq model typically requires repre-
senting sequential information in a way that is, to a certain degree, robust to distortions (Graves,
2012), such as being robust to background noises in speech recognition tasks or missing words
in machine translation. Hence, mainstream seq2seq models typically adopt the encoder-decoder
architecture, which consists of an encoder network that turns input sequences into a sequence
of continuous representations z and a decoder network that generates new sequences given z.
Conceptually, an encoder-decoder model may be similar to a deterministic version of VAE with
a zero covariance matrix Σ(X); however, unlike VAEs, in which we expect the input and output
sequences to follow the same distribution, we cannot even assume the input and output sequences
of sequence transduction tasks to be in the same domain.

In machine learning literature, there are two mainstream options for implementing a seq2seq
model: the recurrent autoencoder that was widely adopted in the early 2010s (Graves, 2012) and
the autoencoding transformers that are gaining more attention in recent years (Vaswani et al.,
2017). As both types of models share the overall encoder-decoder architecture, the difference
lies in the network type of the encoder and the decoder: in recurrent autoencoders, the encoder
and the decoder are implemented as recurrent neural networks (e.g., LSTM) consisting of a set of
recurrently connected blocks that process the sequence in a token-by-token fashion; in autoencoding
transformers, the encoder and the decoder are based on transformers that process all tokens at the
same time and calculate the importance weights (“attention weights”) between them in successive
layers. While both RNNs and transformers are able to capture the underlying dependencies between
tokens in a sequence, the transformers allow for more parallelization and require less training time
compared to RNNs, which further enable researchers to scale up transformers with significantly
deep layers and large training data sets. As a result, large-scale transformer models have achieved
state-of-the-art performance in many NLP tasks and have become the de facto standard for NLP.

Despite having a relatively higher training efficiency, transformers suffer from poorer parameter
efficiency compared to RNNs. The number of parameters in mainstream transformers are espe-
cially massive: BERT, an encoder proposed by Devlin et al. (2018), contains at least 110 million
parameters; GPT-3, a decoder by Brown et al. (2020), has 175 billion parameters. Even with the
model compression techniques including distillation (Hinton et al., 2015) and quantization (Han
et al., 2015), a sufficiently compressed model still contains more than 10 million parameters (Sun
et al., 2020). Additionally, while LSTM encoders can encode a sequence into a vector of a fixed
dimension regardless of the number of tokens in the input sequence, the dimension of the encoded
representation in a transformer is proportional to the sequence length, which makes it computa-
tionally more expensive to use transformer-based VAEs to model long sequences. Therefore, our
implementation and demonstration of VAE is based on LSTM rather than transformer models.
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A.4.2 Recurrent Variational Autoencoders

Input representation: A sentence will first be tokenized by splitting the string into a sequence of
words, or tokens. To effectively reduce the vocabulary space, stop words, including certain frequent
function words (e.g., the, and, an) or non-alphanumeric characters (e.g., punctuation characters and
special characters), may be filtered out; tokens may further be lemmatized by turning each word
into its dictionary form (e.g., went to go, happily to happy) during the tokenization process. Then,
each word will be converted by the embedding layer into a machine-readable vector representation.

Recurrent encoding and latent sampling: During the encoding process, the LSTM visits the
tokens in a sequence one by one, “memorizes” them by maintaining a vector of cell states, and
outputs a vector at each step. Conceptually, this process can be described by a recursive formula:

(c(enc)
0 , h(enc)

0 ) = (0, 0)

(c(enc)
t , h(enc)

t ) = LSTMCell(wt, c(enc)
t−1 , h(enc)

t−1 ; θ(enc))
, (24)

where wt is the word embedding of the t-th token of the sequence, c(enc)
t is the state vector that

characterizes the current memory of the LSTM encoder, h(enc)
t is the output vector of the LSTM

encoder at time t, θ(enc) represents the trainable weights of the neural network, and LSTMCell(·)
can be seen as a nonlinear function inspired by gate circuits.

At the end of the sequence (i.e., t = L), the LSTM encoder has visited all the tokens in the sentence;
therefore, the state vector h(enc)

L at the last token of the sequence should theoretically be able to
“memorize” all of the information in the sentence. The state vector hL will then pass a linear layer
that predicts the mean µ and covariance Σ of the posterior Q(z|X), from which the latent encoding
z is sampled:

z = µ + Σε, (25)

where ε ∼ N (0, I) is a sample of unit Gaussian variable.

Decoding with an RNN Language model: In a recurrent VAE, the decoder is implemented as an
RNN language model that maps the vector representation back to a variable-length target sequence.
Similar to the recurrent encoding process, the decoding can be described by a simplified recursive
formula:

(c(dec)
0 , h(dec)

0 ) = (0, h(enc)
L )

(c(dec)
t , h(dec)

t ) = LSTMCell(wt−1, c(dec)
t−1 , h(dec)

t−1 ; θ(dec))

pt = MLP
(

h(dec)
t ; θ(MLP)

)
,

(26)

where wt−1 is the word embedding of the previous decoded token, c(doc)
t is the state vector that

characterizes the current memory of the LSTM decoder, h(doc)
t is the output vector of the LSTM

decoder at time t, and MLP is a single-layer or multilayer perceptron that models the probability
distribution pt := P(wt|hL) of the t-th decoded token, from which the token wt is sampled using a
heuristic algorithm, such as greedy search or beam search.
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B Technical Details on Characterizing Breakthrough Innovation

B.1 Boden’s Creativity Theory

Our characterization of breakthrough innovation is based on Boden’s classification of creative
ideas. As Boden describes it, “an impossibilist creative idea is the one which surprises us because
it could not have happened before. This is a computational ‘could,’ to be interpreted in relation
to a particular way of thinking, or generative system.“ Boden connects these ideas with AI-based
creativity, noting that a search space in an AI application is an implementation of a conceptual
space, as might be used to define different types of human creativity. This theory also implies that
it would be generally more challenging, if at all possible, for algorithms to create impossibilist
ideas—a conjecture consistent with other computational learning theories, including the Probably
Approximately Correct (PAC) learning paradigm (Valiant, 1984).

While Boden’s descriptions (and their symbolic formalization, such as Wiggins (2006)) are useful
for characterizing the creativity level of technological innovations, they have not detailed how a
data-driven machine learning model can be applied within a data-driven framework, such as to
represent and explore a conceptual space or to produce a creative artifact. To operationalize Boden’s
creativity theory within a data-driven AI framework, we define three types in the Innovation Space:

(1) combinational innovations, ideas that can be derived through juxtaposition of existing innova-
tion ideas,

(2) exploratory innovations, ideas that cannot be derived through juxtaposition but require search-
ing or sampling in a familiar Innovation Space defined by a generative process, and

(3) transformative innovations, ideas that are not concerned with searching for an element in a
familiar conceptual space but with releasing the constraints of the Innovation Space, which
consequently produces an expanded Innovation Space.

This adapted version of Boden’s categorization still requires clarification. For example, the defini-
tions here do not explicitly detail what juxtaposition means or why searching in a given conceptual
space is more interesting than juxtaposing multiple ideas.

We clarify with an example of cooking french fries. The initial type of french fries is a good example
of juxtaposition—to create a serving of French fries, one only needs to mix (or “juxtapose”) three
ingredients: a portion of deep-fried potato slices, a pinch of salt, and a spoonful of tomato sauce on
top. Accordingly, we can easily imagine a conceptual space of fries in which every portion of french
fries can be geometrically represented as a convex combination of three ingredients; for instance,
some dimensions that span the space of fries could be fat, saltiness, sweetness, starchiness, etc.

Now, imagine chefs who want to be creative in making french fries. A combinational way to do so
is to simply adjust the portion of each ingredient: they could add more potatoes to make the fries
more filling or add more sauce to make the fries more appetizing. Savory or not, the fries don’t go
beyond the juxtaposition of three ingredients and, geometrically, are still located inside the convex
hull of fried potatoes, salt, and sauce. In contrast, exploratory innovations of french fries would
require changes beyond the juxtaposition of the original ingredients. Consider the triple-cooked
fries developed by English chef Heston Blumenthal, who dramatically improved the texture of
French fries through a three-stage process instead of the traditional two-stage process. Although the
idea that one can improve the texture via a delicate preparation process is conceptually intuitive, it
is reasonable to believe that developing such a new process requires extensive searching. Lastly,
a transformative creation would be tantamount to the invention of a new cuisine reminiscent of
french fries but different in both ingredients and taste.
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To sum up, exploratory innovations come from ideas that are beyond the juxtaposition of existing
ideas and are located outside of the convex hull (“innovation frontier”) of existing ideas in the
conceptual space. However, unlike transformative ones, exploratory innovations still come from
familiar concepts and are geometrically located within the scope of existing concepts (“conceptual
boundary”).

B.2 Innovation Frontier and Conceptual Boundary

Two boundaries are essential to the categorization of innovation types: the innovation frontier,
which distinguishes combination innovations from exploratory innovations, and the conceptual
boundary, which distinguishes exploratory innovations from transformative innovations. When
translating these definitions into the conceptual space defined by a generative model, we expect
these two boundaries to satisfy some geometric properties. First, the innovation frontier and the
conceptual boundary should not be static—any exploratory or transformative idea in the past
would be considered combinational at present and thus the two boundaries will expand over
time. Second, the innovation frontier should always lie inside the conceptual frontier, because by
definition, combination innovations are always located in the conceptual space.

With these properties in mind, we design a year-by-year iterative heuristic to categorize the
innovations as follows:

Step 1. Extract semantic embeddings. Train the customized variational autoencoder over the
training set, and then extract the semantic embeddings for all the patents in the full dataset. The se-
mantic embedding ẑ of patent x is computed as the estimated posterior mean ẑ = (ŵ, ŷ)T = µφ(x)T.
Recall that the latent space is spanned by unsupervised latent variables ŵ and five supervised
features ŷ that are unrelated to innovation factors; we only select the unsupervised m-dimensional
subspace ŵ for categorizing innovation types.

Step 2. Construct innovation frontiers and conceptual boundaries. For each calendar year t, we
compute the innovation frontier of the year as the convex hull that encloses all the patents issued
during the year or in the preceding years in the latent space:

S IF(t) = conv
({

ŵ(i) : any patent i issued before or during the year t
})

, (27)

where conv(·) denotes the convex hull.

Similarly, the conceptual boundary is operationalized as the axis-aligned minimum bounding box
(AABB) that encloses all patents in the preceding years:

SCB(t) = AABB
({

ŵ(i) : any patent i issued before or during the year t
})

, (28)

where AABB(·) denotes the axis-aligned minimum bounding box in the n-dimensional space,
which can be described as the Cartesian product of n intervals, each of which is defined by the
minimal and maximal values in the corresponding coordinate. Namely, writingW as the set of
n-dimensional vector {w}, AABB ofW can be represented as:

AABB(W) := [w1, w1]× ...× [wn, wn], (29)
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where wj = minw∈W wj and wj = maxw∈W wj are the minimal and maximal values at the j-th
coordinate.

Step 3. Categorize innovation. We categorize each patent by comparing its topological relation-
ship with the innovation frontier and conceptual boundary in the preceding year. Formally, given
a patent issued in the calendar year of t, we categorize the patent as combinational if its semantic
embedding ŵ(t) lies inside the innovation frontier of the year of t− 1:

ŵ(t) ∈ SIF(t− 1). (30)

Similarly, the patent is categorized as exploratory if its semantic embedding lies outside the innova-
tion frontier but inside the conceptual boundary of the preceding year:

ŵ(t) 6∈ SIF(t− 1) and ŵ(t) ∈ SCB(t− 1). (31)

Finally, the patent is categorized as transformative if its semantic embedding lies outside the
conceptual boundary of the preceding year:

ŵ(t) 6∈ SCB(t− 1). (32)

Note that, conceptually, one could envision finding a dimension orthogonal to the subspace spanned
by existing innovation embedding. This would be tantamount to finding factors of technological
innovation that never existed and thus qualify as transformative creativity. Our definition of being
outside of the conceptual boundary, operationalized by a minimum bounding box, incorporates
this possibility as well.

We repeat Step 2 and Step 3 iteratively to compute the boundaries of each calendar year from 1980
to 2010 and obtain the innovation types of every patent in the data set that are published during
this period.
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C Additional Regressions of Engineered Patent Variables on Market Values

In this section, we report additional results using our engineered innovation variables to explain
firm value. If our generated measures capture a firm’s position in the Innovation Space, they
should vary in predictable ways over the technology innovation cycle. That is, the value of the
patenting profile of the firm changes as the technological frontier expands (e.g., during periods of
rapid innovation) and during periods in which firms are adapting new technologies to existing
business processes. One way to test if our measures can capture this type of variation is to divide
the sample into the period of the dot-com boom from 1995–2001 (i.e., a period of faster technological
innovation) and the recessionary period that began after the dot-com bust that extended until 2008,
which is a period when web technologies were diffusing through much of the US economy.

Table C.1: Regressions of patent assets on market value in different periods

Dependent Variable:

Logged Tobin’s q
1994–2001 2002–2008

(1) (2)

Cumulative Patent Count −15.486∗∗∗ 2.318
(3.583) (7.647)

Patent Claims 0.056 −0.090
(0.349) (0.233)

Forward Citations −0.120 0.002
(0.091) (0.012)

Backward Citations 1.361∗∗ −0.026
(0.555) (0.174)

Combinational-Impossibilistic Ratio −2.594 −4.107
(5.125) (2.533)

Bounding Box Volume 23.204∗∗∗ 7.131∗∗

(6.551) (3.219)

Average Squared Distance −0.031∗∗∗ −0.020∗∗∗

(0.011) (0.007)

Average Saturation −2.222∗∗∗ −0.443∗∗∗

(0.352) (0.102)

NAICS FE Yes Yes
Year FE Yes Yes

Observations 5,100 6,442
R2 0.311 0.319
Adjusted R2 0.306 0.316

Table notes: This table reports coefficient estimates from regressions of characteristics of a firm’s patent portfolio on logged
Tobin’s q as in Hall et al. (2005), where the sample is split into different time periods. The sample in column (1) is the
years from 1995–2001 (the dot-com boom) and the sample in column (2) is the years after the dot-com bust. All covariates
are normalized by PP&E to account for scale. Both columns include year fixed effects and industry fixed effects (at the
two-digit level). Standard errors are clustered at the level of the firm. Standard errors are shown in parentheses, with ∗∗

and ∗∗∗ denoting significance at the 5% and 1% level, respectively.
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When separating our sample into these two periods, we see that the coefficient estimates on our
spatial measures vary in ways that are consistent with the notion that our representation learning
approach generates a space that meaningfully captures a firm’s position in Innovation Space.

Bounding box volume, which was shown to have a positive association with q in Table 13, has
a stronger association with q during periods of technological expansion. This means that as new
space is generated, firms are rewarded for staking out new territory. During this period, firms
are especially penalized for situating their patents in a saturated area, as might be expected if
businesses continue to invest in an established domain while technology is changing. In contrast,
during the latter period, the q penalty for situating their patents in a saturated area falls sharply, and
there is no excess market reward for filing patents that expand the volume of the firm’s bounding
box.

Table C.2: Regressions of patent assets on market value in different periods & industries

Dependent Variable:

Logged Tobin’s q
IT, 1994–2001 Other, 1994–2001 IT, 2002–2008 Other, 2002–2008

(1) (2) (3) (4)

Cumulative Patent Count 12.201 −23.367∗∗∗ 37.873∗∗∗ 7.677
(31.267) (5.123) (12.211) (8.907)

Patent Claims −1.804∗∗ 0.579∗∗ 0.456∗ −0.230
(0.867) (0.292) (0.273) (0.264)

Forward Citations 0.164 −0.027 −0.094∗∗∗ 0.012
(0.122) (0.099) (0.024) (0.052)

Backward Citations 2.181∗∗ 0.432 0.089 −0.234
(0.881) (0.598) (0.204) (0.208)

Combinational-Impossibilistic Ratio −29.265 1.326 −11.872∗∗ −0.449
(19.480) (4.929) (5.776) (2.947)

Bounding Box Volume 15.962∗∗∗ 55.766∗∗∗ −7.562 8.112∗∗∗

(2.311) (14.117) (6.665) (2.636)

Average Squared Distance −0.014∗∗∗ −0.059∗∗∗ −0.002 −0.035∗∗∗

(0.005) (0.011) (0.004) (0.007)

Average Saturation −1.166∗ −2.830∗∗∗ 0.448∗∗ −0.521∗∗

(0.632) (0.557) (0.221) (0.204)
NAICS FE Yes Yes Yes Yes
Year FE Yes Yes Yes Yes
Observations 973 4,127 1,463 4,979
R2 0.203 0.322 0.180 0.348
Adjusted R2 0.190 0.316 0.172 0.344

Table notes: This table reports coefficient estimates from regressions of characteristics of a firm’s patent portfolio on logged
Tobin’s q as in Hall et al. (2005), where the sample is split into different time periods and separated into IT industries and
all other industries. The sample in column (1) is IT industries in the years from 1995–2001 (the dot-com boom), and the
sample in column (2) is all other industries in the same period. Column (3) is IT industries in the years after the dot-com
bust, and column (4) is all other industries in that period. All covariates are normalized by PP&E to account for scale. All
columns include year fixed effects and industry fixed effects (at the two-digit level). Standard errors are clustered at the
level of the firm. Standard errors are shown in parentheses, with ∗, ∗∗, and ∗∗∗ denoting significance at the 10%, 5%, and
1% level, respectively.
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As a robustness test, we can extend this analysis by separating industries. Expansion of bounding
box value is associated with higher q for non-IT industries in both periods, but this association
is only true for IT industries during the expansion period. Moreover, the estimates on saturation
measure are different for the two groups. There is a positive association for the average saturation
for IT industries during the recessionary period.

Along with the regressions in the main text, the results reported here provide further support for
the argument that the engineered variables that we generate can provide intuitively appealing
insights into the nature of the relationship between innovation and firm value.
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