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Abstract

Direct elicitation, guided by theory, is the standard method for eliciting individual-
level latent variables. We present an alternative approach, supervised machine learning
(SML), and apply it to measuring individual valuations for goods. We find that the
approach is superior for predicting out-of-sample individual purchases relative to a
canonical direct-elicitation approach, the Becker-DeGroot-Marschak (BDM) method.
The BDM is imprecise and systematically biased by understating valuations. We char-
acterize the performance of SML using a variety of estimation methods and data. The
simulation results suggest that prices set by SML would increase revenue by 22% over
the BDM, using the same data.
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1 Introduction

Many economists and marketers seek to uncover consumers’ latent parameters, such as their
demand for a good, their tolerance of risk, or the way they discount the future. Direct
elicitations incentivize individuals to make choices in such a way that they directly reveal
their latent parameters. These direct elicitations could be either structure-free, such as
in the Becker-DeGroot-Marschack (BDM) procedure, in which a person is incentivized to
truthfully state her reservation price for a good (Becker, DeGroot and Marschak, 1964), or
structural, such as fitting choices between lotteries to a parametric model of a consumer’s
utility function to yield a risk aversion coefficient (for example, Holt and Laury, 2002; Eckel
and Grossman, 2008; Andersen et al., 2008; Anderson and Mellor, 2009). In both cases,
theory provides a mapping between the data and the latent parameter(s) of interest.1

An alternative approach is supervised machine learning (SML). We borrow the term from
the computer science and statistics literature (James et al., 2015), but it is a concept familiar
to all economists. SML is simply the set of statistical methods that relate input variables to
output variables. Regression in its many forms is a kind of SML.2 In this paper we take an
SML approach to recovering consumers’ latent valuations for goods. The mapping between
data and latent parameter is no longer set by theory as with a direct elicitation, but is
instead uncovered statistically.

This confers two important advantages and two important disadvantages relative to direct
elicitation. The first advantage is that SML is unbiased as long as the estimator is unbiased.
In contrast, direct elicitation methods can be biased. For the case of the BDM, past research
has found systematic biases in peoples’ responses (Urbancic, 2011; Mazar et al., 2014; Tymula
et al., 2016). We provide additional evidence that this is indeed the case. More generally,
there is evidence that behavior varies depending on whether choices are made in real-time
or contingently (Brandts and Charness, 2011). The second advantage is that input variables
are far less constrained than direct elicitation. Direct elicitation requires the production
of specific types of choice data that pin down the latent parameters of a formal theory. In
contrast, potentially any kind of data (i.e., non-choice data) could be used by SML as long as
the data is a good predictor for the outcome, including the data from a direct elicitation. This
relaxation on data inputs allows for innovative data generation. For the case of measuring

1The BDM method has been hugely influential across economics and the behavioral sciences. As of April
2019, Google Scholar lists more than 2390 citations for the original paper.

2In contrast, factor analysis, clustering, and other statistical methods that do not have an outcome
variable are forms of unsupervised learning.
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people’s values for goods, many researchers have observed that the complexity of the BDM
confuses subjects, which results in noisy and biased responses (Cason and Plott, 2014). We
illustrate how an SML approach can rely on simpler choice tasks and even non-choice data,
such as response times (RT). The flexibility conferred by the SML approach also allows
the researcher to leverage multitudinous data, reducing measurement error. In contrast,
researchers using direct elicitations usually only take a single measure.3 This can also be a
disadvantage for SML. Depending on the algorithm used, large amounts of data might be
necessary to generate a stable measure. The second disadvantage of SML is that, unlike
elicitation, it requires outcome data whereas direct elicitation does not.

There is an additional reason why SML has been largely avoided as an approach for mea-
suring individual-level latent parameters in favor of direct elicitation methods. Historically,
a challenge facing SML was “knowledge discovery”; how does one find the statistical rela-
tionship between input variables and outcomes without overfitting? Advances in machine
learning have effectively solved this problem (James et al., 2015). Algorithms search and
test many specifications using brute-force computation and then settle on the best param-
eter values, based on out-of-sample prediction. Empirically, many popular algorithms are
now effective at predicting outcomes in real-world social science data (see Lazer et al., 2009;
Varian, 2014; Mullainathan and Spiess, 2017, for some examples).

As a proof of concept, we apply SML to the most basic of all individual-level latent-value
measurement, a consumer’s reservation value of a good. We show that SML outperforms the
BDM in predicting a person’s purchase behavior. This is an important test, as the BDM is
arguably the gold standard for eliciting willingness to pay (WTP), the measured reservation
value, for goods. However, it has four important flaws that make it less than ideal. The first
problem is conceptual. Theoretically, the BDM is a method for directly eliciting a person’s
reservation value for a good under the presumption of deterministic choice. But what does it
mean to elicit a value if choice is stochastic? Overwhelming evidence indicates that stochastic
choice models provide better fits to choice data than deterministic models (Hey and Carbone,
1995). This then implies that a single point cannot adequately represent a person’s valuation
for a good; instead preferences are better represented by a stochastic demand curve. Second,
the BDM produces measures that are systematically biased. Lehman (2015) and Müller
and Voigt (2010) find that WTP from the BDM are overstated and Berry et al. (2015);
Wertenbroch and Skiera (2002); Noussair et al. (2004); Kaas and Ruprecht (2006) find that

3In principle, one can repeat a direct elicitation multiple times and then average the measures together.
This is uncommon and could be considered the first step to an unsupervised learning approach (i.e. statis-
tically processing the measures without the use of outcome data).
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WTP from the BDM are understated. We show additional evidence for this understatement.
Third, the rules and instructions for the BDM often confuse subjects, leading to mistakes
(Cason and Plott, 2014). Several studies have variations of the procedures that help to avoid
this, such as warning messages that improve the results (Mazar et al., 2014). Fourth, if one
uses the BDM and then later employs the results in some way to exploit the individual, the
mechanism is no longer incentive compatible. This concern applies to all static mechanisms
in environments with dynamic incentives.

Attempts to address these issues have thus far focused on fixing the front end by modi-
fying the elicitation procedure to be simpler or more intuitive (de Meza and Reyniers, 2013;
Wang et al., 2007; Miller et al., 2011). The SML approach is to fix the problem on the
back end by estimating the statistical relationship between the responses and the outcome
behavior. This addresses all four aforementioned flaws. First, the statistical relationship
is inherently stochastic producing individual level stochastic demand curves. Second, an
unbiased estimator will correct for any bias. Third, simpler tasks could be used for data
generation, reducing confusion and noisy responses, and large amounts of data can reduce
measurement error. Fourth, the lack of transparency in SML makes it hard for an individual
to “game the system” in a dynamic context, whereas with the BDM the strategy is straight-
forward. If one knows that the WTP from the BDM will be used to set the price later,
then one should understate their initial WTP relative to true reservation value to get future
discounts. However, an opaque statistical mapping complicates the optimal strategy for a
consumer to distort their behavior.

Our paper presents a series of consumer choice tasks designed explicitly for an out-of-
sample comparison of these approaches. Subjects in our experiment engage in three tasks
involving choices over food items. The first is a task designed to elicit WTP (BDM-Task).
The second is a binary choice task, which we refer to as a two-alternative forced choice task
(2AFC-Task). The third task is a simple decision on whether to buy a good at a fixed price
(Buy-Task). We thus have an outcome measure that best represents the kind of decisions
that consumers actually make in the marketplace.

We find that SML predicts purchase behavior better than the BDM, even with small
amounts of data and using simple statistical methods such as logit. This is partially explained
by the fact that the BDM has a downward bias in our sample. For example, subjects who
state a WTP of x will often still purchase the good when the price is x+$0.25. However, this
is not the whole story as there are considerable gains in performance as more sophisticated
methods are used, such as random forest, suggesting that there are correlations in the choice
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data that can be leveraged to improve prediction. We also show that more data is not a
substitute for better back-end methods. As sample size increases, low-dimension methods
(e.g., logit) plateau at a higher mean squared error (MSE) relative to high-dimension methods
(e.g., boosted regression and random forest). With random forest, we find that WTP data
and 2AFC data perform about equally in predicting buy-decisions, out-of-sample, using
a combined between- and within-subject analysis. However, when we restrict prediction
to entirely between-subject, WTP data performs considerably better. This highlights the
weakness of the 2AFC data, which can readily obtain ordinal rankings between the goods but
does not contain any cardinal information on subjects’ reservation values. Nonetheless, we
find that there is added predictive power from the 2AFC data. Our best predictions come
from using both data together, suggesting the existence of non-overlapping information.
Combining data from different elicitation methods improves performance.

We also show that revenue-maximizing prices predicted from our best SML models yield
important deviations from consumer’s WTP. The two values are correlated, but the average
absolute deviation is $0.65. Given that the average WTP of the good in our experiment
is $2.03, this implies a 32% deviation in optimal pricing. Using our best SML model, we
predict that our SML pricing would yield revenues 22% higher than directly setting prices
to the WTP value.

We view the main contributions of this paper as two-fold. First, our results draw atten-
tion to the surprisingly neglected approach of using SML to estimate individual-level latent
variables. Second, on a practical level, we show that SML can dramatically outperform the
canonical direct elicitation method, the BDM. Thus, we view our exercise as a necessary
proof-of-concept that the SML approach to estimating individual-level latent variables can
be effective. While our particular elicitations and statistical methods are not necessarily
optimal for estimating individuals’ valuations for goods, our framework offers a template for
future work in both applied and theoretical areas.

Machine learning methods are slowly being incorporated into economics. More specif-
ically, several recent papers use SML in experimental economics. The closest to ours is
Peysakhovich and Naecker (2017), who compare structural models of risk aversion and am-
biguity aversion to SML predictions in order to evaluate the validity of the structural models.
They find that structural models of risk aversion perform as well as SML but structural mod-
els of ambiguity aversion perform far worse. Our paper makes a different point: we provide a
proof-of-concept for recovering individual’s latent values using SML. Bernheim et al. (2013)
use SML and non-choice data to predict the behavior of populations in aggregate. They gen-

4

 Electronic copy available at: https://ssrn.com/abstract=3380039 



erate voluminous data on preferences for goods using non-choice survey data and then use
this to predict aggregate demand for the good at a given price. Naecker (2015) applies this
method to predict organ-donation registry. Smith et al. (2014) use SML on brain imaging
data to make out-of-sample predictions on human choices. Our paper is in a similar spirit
to these papers, but with a different practical goal: we are predicting individual behavior
instead of aggregate behavior, and we use various kinds of choice data instead of explicitly
non-choice data. Finally, Camerer, Nave and Smith (2018) apply SML to predict outcomes in
bargaining experiments. Like several of these papers, we use choice-process data, specifically
RT data, to aid our prediction of purchase behavior.

Our paper is structured as follows. Section 2 presents our experimental design and Section
3 our empirical strategy. Sections 4, 5, and 6 report our results on direct elicitation, SML,
and optimizing data use. In Section 7 we quantify the benefits of using SML. Section 8
concludes.

2 Experiment Design

Subjects engaged in three choice tasks for 20 different food items.4 There were 20 BDM
trials, 190 2AFC trials, and 80 buy trials. Subjects were told that one trial would be
randomly selected to count and they would get the food item depending on their choice.
Prior to engaging in the tasks, 2 of the 20 food items were randomly selected to be bonus
“silver” and “gold” items. Subjects saw 20 covered cards on the screen and selected two.
The cards were flipped over to reveal the bonus items. Subjects received bonus payments
of $2 for obtaining their silver item and $4 for obtaining their gold item. The purpose of
these bonus items was twofold. First, it provided a check on subjects’ preferences, as the
monetary bonuses should increase WTP (it did). Second, it created greater variation in
peoples’ valuations for the food items, making the prediction task harder.

The first task elicited the WTP for each of the 20 items (BDM-Task). The task was
similar to a multiple price list (MPL) version of a BDM mechanism. On the computer
screen, each subject is asked to choose her WTP for each of 20 items from $0 to $5.75 in
increments of $0.25. To help reduce concerns about participant confusion (Cason and Plott,
2014), we provided detailed instructions about the BDM and also asked subjects to complete

4We conducted a pilot study to determine the final set of 20 items from a candidate set of 40 foods. We
elicited the WTP of 40 items and selected the 20 items which showed the highest variation in WTP across
individuals. The final list of 20 food items is available in Table A.1 in the Appendix.
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a quiz containing five questions before starting the task.5

The second task was two-alternative force choice (2AFC-Task). On each trial, subjects
were shown a picture of two items: one placed on the left side of the computer screen and
one on the right. Subjects had to decide which of the two items they would prefer to eat at
the end of the experiment by clicking left or right. Subjects were free to take as long as they
needed to make their decision. Subjects were asked to make a choice between all possible
pairs of items, so each subject had 190 binary choices. In addition to each choice itself, each
subject’s RT was collected for each trial.

In the third task, subjects faced a single food item and a posted price and had to decide
whether to buy each snack or not at the posted price (Buy-Task). Each snack was shown
four times with four different prices. One of the four prices was the stated WTP in the first
main task, and the other three prices were randomly selected from uniform distributions over
the low, medium, and high supports [0.25, 1.00], [1.25, 2.00] and [2.25, 5.75] respectively, each
segmented in 25-cent increments. The order of the items and prices was presented randomly.

Participants were recruited through the maintained subject pool at the Center for Neu-
roeconomics Studies (CNS), Claremont Graduate University from March to August in 2017.
Upon arrival at the CNS lab, all participants were consented and provided paper print-outs
of the instructions. Instructions were then read out loud by the experimenter.

Each subject received the participation fee of $20, but the actual amount of cash received
varied depending on her choices during the experiment and the trial randomly selected to
count. In total, 55 subjects participated in the study. Subjects who received a food item at
the end were required to take at least a single bite to prevent resale in a secondary market.6

3 Empirical Strategy for Prediction

3.1 Basic Comparison

Our main purpose is to compare our direct elicitation method, the BDM, to SML methods.
Thus the prediction of the BDM is our direct elicitation benchmark. We define the prediction
of the BDM to be buy with probability 1 if the price is less than the WTP, and buy with
probability 0 if the price is strictly greater than the WTP. If the price exactly equals the
WTP the person is indifferent and buys at probability q. We set q to the empirical average

5Copies of experimental instructions and the quiz are provided in the Appendix.
6Anecdotally, the authors observed that virtually all participants consumed the entire food item prior to

leaving the experiment. This allows WTP measures to be interpreted in terms of a full item.
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purchase frequency when p =WTP.
There are many SML methods available and two different data sets. In addition to

assessing the performance of SML methods relative to the BDM, we also wish to characterize
the comparative performance of the various SML methods, and the comparative performance
of the two different data formats. We begin simple by smoothing the BDM prediction,
embedding the WTP into a logit according to equation (1):

buyijp =β0 + β1p+ β2WTPij + γj1{item = j}+ δjp ∗ 1{item = j}

+ ζj1{item = j} ∗WTPij + εijp (1)

The buy decision for person i on item j at price p is a function of a constant, the price p,
person i’s WTP for item j, item fixed effects γj, and item fixed-effect interactions with the
price and WTP(δj and ζj, respectively), and an error term, εijp.

This regression model does not make full use of all the WTP data available. Instead of
merely including the WTP of the item in question we could also include the full vector of
WTPs across all 20 items. Equation (2) is the same as Equation (1) except we also include
the WTP for the other 19 food items, indexed with k.

buyijp =β0 + β1p+ β2WTPij + γj1{item = j}+ δjp ∗ 1{item = j}

+ ζj1{item = j} ∗WTPij +
∑
k 6=j

ηkWTPk + εijp (2)

We will refer to the first model as the logit(ItemWTP), since it only uses the WTP for the
item in question, and logit(WTP) for the more complete model. The latter model is not
obviously better than the former because it could overfit the data.

3.2 High-Dimensional Methods

“High-dimensional” methods are methods that are well-suited to analyzing data with a large
number of independent variables. We use three off-the-shelf methods that are widely adopted
in the literature.7 We will describe the basic intuition and mechanics here. More detailed
treatments can be found in textbooks such as Hastie et al. (2009) and James et al. (2015).
The first method is a logistic regression with a least absolute shrinkage and selection operator
(lasso) penalty (Tibshirani, 1996). The lasso algorithm first normalizes all the independent
variables. Then a regression is run like OLS, but for each independent variable included in the

7All estimation was conducted using the statistical language R.
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regression there is a marginal penalty applied to the objective function (e.g. mean squared
error or binomial deviance), for each unit that a coefficient is away from zero. Because the
marginal loss of increasing the magnitude of a coefficient is constant, coefficients on variables
that do not reduce the error term enough lead to a corner solution, yielding coefficients of
zero. This method is well-suited for high-dimensional data as it does not include variables in
the model that do not substantially improve prediction. Since our outcome is dichotomous,
the lasso we use is a penalized logit in which the objective is to minimize binomial deviance.

Tree methods take a different approach. A tree is a partition of the data set that assigns
the mean of the outcome within the partition to be the predicted value for all observations in
the partition. In other words, it is a regression run on partition indicators and nothing else.
The partitions are built using a myopic algorithm that first selects an independent variable
and a value, then creates an indicator partitioning the data set into all observations below
this value and all observations above this value. This is repeated for every possible division
and every independent variable. The indicator that improves the objective function by the
most is selected to be the first “node” in the tree. The process is then repeated several times
to create the tree.

A random forest is an algorithm that builds many trees on the same data set and averages
the predictions together to reduce variance. There are two randomizations in the generation
of the trees. First, many bootstrap samples using the full sample size are produced. A tree
will be produced for each bootstrap sample. Second, only a random subset of independent
variables will be included in the generation of branches at each node of each tree. This
restriction de-correlates the trees reducing the overall variance of the estimator (James et
al., 2015).

Gradient boosting uses a step-forward iterative approach (James et al., 2015). Its initial
prediction is a constant. Then it fits a tree on the residuals. The tree is then shrunk, i.e.
the coefficients are attenuated toward zero by a shrinkage parameter and then averaged with
the mean. An additional tree is fitted on the residuals of this previous estimate. The new
tree is shrunk and then averaged with all the previous trees. The process is repeated a finite
number of times.

All three of these methods have tuning parameters. Lasso has a penalty parameter.
Random forest has parameters for the number of nodes in the tree, the number of trees, and
the size of the subset of variables to be considered at each node. Gradient boosted regression
has parameters for the number of nodes in the tree, the shrinkage of each tree, and the
number of iterations. We optimize these parameters according to the conventional methods

8

 Electronic copy available at: https://ssrn.com/abstract=3380039 



in machine learning. We use slightly different tuning approaches for the different methods.
For lasso we used an approach called 10-fold cross-validation. First we split the sample
randomly into a 90% training set and a 10% test set. The training set is then randomly split
into 10-folds (i.e., subsets). A parameter set is chosen, and the model is estimated on 9 of
the 10 folds with the loss function (e.g. MSE or binomial deviance) measured out-of-sample
on the remaining validation fold. This is then repeated 10 times, each time rotating the
validation fold. The loss averaged over the 10 folds is a performance metric for that given
parameter set. The process is repeated iteratively over the entire parameter space. The
parameter set that gives the least loss is selected. The model is then re-estimated using the
full training set and evaluated using out-of-sample loss on the test set. We used the same
procedure for gradient boosting but used only 5 folds to save on computational time as each
regression was more computationally intensive. Random forest, the most computationally
intensive of the three, required a different procedure.8 Fortunately, random forest offers a
straightforward way to estimate out of sample performance without cross-validation. Each
bootstrap sample omits approximately 1/3 of observations, referred to as out-of-bag (OOB)
observations (James et al., 2015). One can predict a given observation by using the average
of all trees for which the observation is OOB. The error is referred to as the OOB error. The
algorithm then selects the parameter set to minimize the OOB loss (e.g. mean-squared error
or binomial deviance).

3.3 Performance Metrics

We evaluate performance based on out-of-sample prediction. As described above, for each
analysis we have a randomly selected training set and test set. We reserve 440 observations
(10%) of our data as the test set.

In the main body of the paper we use mean squared-error (MSE) as our performance
metric due to its widespread use in economics. Binomial deviance is the negative of the
binomial log-likelihood. In a logit regression, the objective is to minimize this quantity.
The “area under the curve” (AUC) is a metric that summarizes the performance of a binary
classifier and is often used in the machine learning literature. All three metrics lead to similar
results. MSE has arguably the most desirable properties as binomial deviance becomes
infinite when a model makes a prediction with certainty and is wrong (as the BDM does),
and AUC requires large amounts of data, restricting some of our analyses. Appendix B.0.1

8On our computer, 5-fold cross validation for a single model of random forest took more than 30 minutes
of computation time. In contrast, the “tuneRF” function in R which uses OOB-tuning took about 5 minutes.
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shows the results using binomial deviance and Appendix B.0.2 shows the results using AUC.

3.4 Data and Features

First, we need to create the explanatory variables, a step commonly called feature construc-
tion. While modern SML methods have taken the art out of specification search and replaced
it with an effective systematic approach, there remains an art to generating the explanatory
variables in the first place. The SML literature refers to these explanatory variables as fea-
tures. As Section 3.1 explains, we make use of the WTP data set in two ways to construct
features. “ItemWTP” models use data which only uses the WTP of the item in question
in the analysis including: a polynomial expansion of WTP and the price, item fixed effects,
interactions between WTP and the item indicators. The more expansive “WTP” models
include all those features as well as interactions between every WTP and every item indi-
cator. These models include the full 20 item vector of WTP values in each regression. We
begin by running simple logit models to predict the buy decisions as expressed in Equation
(1) and Equation (2) giving us the models logit(ItemWTP) and logit(WTP). After logit, we
run random forest on the “ItemWTP” and “WTP” data. Comparing logit(ItemWTP) to
the random forest model, rf(ItemWTP), tests whether there is a gain in performance from
using high-dimensional methods but with low-dimensional data (65 features). Comparing
logit(WTP) to random forest with the full feature set, rf(WTP), tests whether there is a
gain in performance using the high-dimensional method with high-dimensional data (445
features).9 Appendix A.2 lists all the features used.

The second data set is from the 2AFC-Task. We have both the choice data and RT.
On this data set we run lasso, boosted regression and random forest each with and without
RT data. The 2AFC data require more careful feature construction to have data that is in
a form that the algorithms can use effectively. We construct 152 different features in our
regressions based on the binary choice data, and another 137 features when we include the
RT data, for 289 features total. Our approach is to create item fixed effects and dummy
variables for an item being chosen over a specific different item. For example, a dummy if
the item in question was chosen over Godiva Dark Chocolate, another dummy if the item
in question was chosen over KIND Nuts & Spices, and so forth. We also construct variables

9For exposition, we omit the lasso and boosted models using WTP as they perform worse than random
forest in this context. Our point here is to measure how much improvement there is from using high-
dimensional data, high-dimensional methods, and both simultaneously. With the 2AFC data, which is
higher dimension than the WTP, we devote more time to comparing lasso, boosted, and random forest to
each other.
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for the frequency with which the item in question was chosen. Then, we increase the feature
space by including interactions and polynomial expansions with these features and the price.

As mentioned earlier, we recorded RT data on each 2AFC trial. The existing literature
suggests shorter RT should be correlated with a stronger preference for the chosen good
relative to the unchosen good (Clithero, 2018; Krajbich et al., 2010; Philiastides and Ratcliff,
2013). We hypothesize that considerable gains in prediction could be achieved for “free”
simply by recording RT and including it in our statistical models. The main feature in
consideration is an interaction term between dummies for whether the item in question was
chosen over a specific item (e.g. it takes the value of one when the item in question was
chosen over KIND Nuts & Spices) with the RT. In principle, RT data could mitigate the
primary weakness of 2AFC data, which is a lack of data on preference intensity.

Figure 1 summarizes the empirical strategy. It diagrams the tasks, data, and how the
data feeds into the various statistical models. All combined 289 features from the 2AFC data
and 442 features from the WTP data for a total of 731 features in our most comprehensive
models rf(All) and logit(All), described below.

3.5 Statistical Models and Research Questions

Table 1 lists the models we use in our analysis. As discussed, we run logit(ItemWTP),
logit(WTP), rf(ItemWTP), and rf(WTP). For the 2AFC data, we use lasso, gradient boosted
regression, and random forest, each without and with RT data, yielding six models. Compar-
ing the models without and with RT shows us the value of RT data. We present the results
of the three methods to find which algorithm performs best with the 2AFC data. We only
use these high-dimensional methods on the 2AFC data because the data is high-dimensional,
more so than the WTP data (ItemWTP has 65 features and 2AFC has 152 features).

Finally, we also wish to know whether the 2AFC data and the WTP data is redundant or if
there is unique information in each data set that would imply improved performance by using
both? For this question we run two additional models, rf(All) and logit(All). Comparing
rf(All) to rf(WTP) and rf(2AFC) reveals the improvement from combining WTP and 2AFC
data together. Comparing rf(All) to logit(All) reveals the improvement from using a high-
dimensional method over logit.

The analysis will allow us to answer several important questions:

1. What is the degree of bias in WTP using the BDM to measure reservation value?
This can be done by measuring the predicted probability of purchase when the price
is exactly at the WTP.
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Figure 1: Tasks Overview and Models

Buy-Task

“$1.50”

YesNo

2AFC-Task

Which one do you prefer?

BDM-Task

0.00 0.25 0.750.50

3.00 3.25 3.753.50

How much would you be willing to pay for this snack, in dollars?

1.00 1.25 1.50 1.75 2.00 2.25 2.50 2.75

4.75 5.00 5.25 5.50 5.754.504.00 4.25

logit(ItemWTP)
rf(ItemWTP)
logit(WTP)

rf(WTP)

lasso(2AFC)
boost(2AFC)

rf(2AFC)
lasso(2AFCRT)
boost(2AFCRT)

rf(2AFCRT)

logit(All)
rf(All)

Notes: Summary of the empirical strategy. Three different tasks were completed: BDM-Task, 2AFC-Task, and Buy-Task.
Two different types of data from the first two tasks, WTP and 2AFC (top row), are used to predict purchase decisions
(bottom row). The data are inputted into various prediction algorithms (middle row) to then formulate out-of-sample

predictions for choices on the third task.
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Table 1: Summary of Statistical Models

Data for Fit-
ting

Method Notes

– BDM Direct elicitation

ItemWTP
logit These models include only the WTP of the item in question.

rf

WTP
logit These models include the full vector of WTPs.

rf

2AFC
lasso

boost
rf

2AFCRT
lasso

boost
rf

All
logit The logit model is dimension reduced, including ItemWTP

data and a variable for the frequency the item is chosen in
the 2AFC interacted with the item dummy.

rf The rf model includes all the WTP and 2AFC data.
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2. How does algorithm performance vary with sample size? Algorithms with more features
may require higher sample sizes for good prediction. We can observe for what sample
sizes a high-dimensional algorithm outperforms a low-dimensional model.

3. Which algorithm performs best with our data? We compare three different algorithms,
as outlined in Section 3.2.

4. Which data best predicts purchases? We compare WTP, 2AFC, and 2AFCRT.

5. Are WTP and 2AFC data redundant? We can test this by constructing feature sets
with various combinations of WTP and/or 2AFC data.

The next two sections answer these questions directly.

4 Direct Elicitation

We begin our analysis with a look at the data. High quality prediction is only interesting if
there is a high degree of variation in the behavior being predicted. For the prediction task to
be interesting, we want the data set to have a high degree of variation in WTP within-item
and within-person. If everyone values a Hershey’s Bar at exactly $1.25, prediction is trivial.
Likewise, if demand for all goods can be easily characterized by a one-dimensional parameter,
such as hunger, our elicitation devolves to just measuring hunger. A more challenging task
is one in which there is heterogeneity in both hunger and tastes.

Figure 2a shows the distribution of WTPs by item. There is a high degree of heterogeneity
across items, with average WTP ranging from $1.10 for a 12 oz Coke (CK) to $2.99 for Naked
Mango Juice (NM). There is also considerable heterogeneity within item. The mean WTP
is $2.03 and the standard deviation is $1.27. Figure 2b shows the heterogeneity across
individuals. Again there is considerable heterogeneity ranging from a mean WTP of $0.21
to $3.40.10 Also within person, the average standard deviation is $1.11 indicating that people
have different valuations across the products.

In Figure 3 we plot purchase frequency as a function of WTP minus price. The dots
represent the mean purchase frequency for that bin. Purchase frequency fits a smooth S-
shaped curve. This would seem to be a success for the BDM as a method. As a benchmark,
we plot the dotted step function which represents the actual predictions of the BDM. To

10One possible explanation for this is that some people are considerably hungrier than others, or that their
hunger plays a larger role in their calculation of WTP.
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Figure 2: Distributions of WTP
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optimists, the data fit surprisingly well. To pessimists, there is a large degree of error. Our
interpretation leans more toward pessimism, noting that the average WTP of the goods in the
sample is $2.03. Consider a consumer surplus of |$1| in Figure 3, which represents a roughly
50% change in the value of the average good. Even at such large surpluses relative to product
value, purchases are still roughly 10 percentage points away from the BDM prediction.

Figure 3: Purchase Frequency as a Function of Surplus
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The second important weakness to the BDM prediction is a systematic bias. This is
evident by noting the that the probability of purchase at 0 surplus is 62%. This suggests a
systematic understatement of people’s reservation value. Intuitively, this may make sense if
people use a bargaining heuristic when stating their WTP (Plott and Zeiler, 2005). If people
view their stated WTP as what a person would verbalize in a bargaining context, they might
always state a WTP below their true reservation price in order to obtain positive surplus
conditional on obtaining the item. A second interpretation starts from the view of stochastic
choice. People may not actually have static reservation prices, but instead reservation prices
that fluctuate over time. Obtaining the good in the future at even a known price is then a
risky lottery. If people are risk averse and/or loss averse this could deflate people’s stated
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WTPs as people may be concerned that their tastes will change by the time they actually
receive the item. A third interpretation is that as the experiment progresses, demand for the
food items goes up. The BDM task always took place before the buy task. People may have
become hungrier over time or the constant exposure to pictures of food may have increased
demand. While this is possible we do not observe robust evidence of this.11

The experiment was not designed to test between these mechanisms. We document the
downward bias here and note that it is an important justification for finding alternative
methods for measuring individual valuation.

Visual inspection reveals that the logit curve representing the predicted values from a
logit regression in Figure 3 fit the data better than the BDM prediction. In other words, it
is clear that there are gains from SML. We present quantitative evidence in the next section.

5 Supervised Machine Learning

5.1 WTP Data

We now compare SML to the direct elicitation in predicting purchases on the Buy-Task. We
use the same dataset, the output of the BDM-Task. We reserve 440 observations (10% of
our sample) to compute out-of-sample MSE. Due to the potential variance generated from
a random hold-out sample, we run each estimation procedure 20 times, taking a different
random hold-out sample each time.

Figure 4 displays the out of sample MSE as a function of the sample size in the training
sample, progressing in intervals of 200. We benchmark performance against a model that
predicts that any decision is “Buy” with probability r, where r is the mean purchase fre-
quency. This benchmark is labeled “Prob(Buy)” in Figure 4. This sets a lower bound for
performance. We find that r = 0.556 and the MSE = 0.247 for the full sample. We display
this MSE in Figure 4 for comparison. The BDM has a MSE of 0.149, well below the MSE of
Prob(Buy), and constant across sample size. This is because there is virtually no fitting of
the model. The single parameter is the probability that the person purchases the good when

11We can measure WTP within the BDM-Task and probability of purchase in the buy task as a function
of trial number (we do not observe demand in the 2AFC task). In the BDM-Task, using OLS, the effect of
trial number is positive with a coefficient of 0.0095 and significant at p=0.08. This represents a 19% increase
in WTP from the first trial to the 20th trial, which provides some weak evidence of increasing demand over
time. In contrast, in the buy task, using logit, the effect of trial number has a coefficient of -0.0024 and is
significant at p=0.07. This represents an 18% decrease in the probability of a purchase between the first trial
and 80th trial. Given the inconsistent pattern, there does not seem to be a systematic effect of exposure on
demand.
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the price exactly equals the WTP. We use the population average in the training sample,
and, due to the law of large numbers, this doesn’t change much as our sample increases.
The only other variation comes from the random hold-out sample, and here the variance is
reduced since we average over 20 random samples.

Figure 4: Performance of Supervised Machine Learning using WTP Data
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Notes: Out-of-sample MSE estimated on 440 hold-out observations. Since samples are random, we repeat the estimation 20
times and MSE is averaged.

Several clear trends emerge. All four of our SML methods begin with a performance
worse than the BDM initially, at a training sample size of 200, due to overfitting. However,
by 600 observations and higher, logit(ItemWTP), our most basic statistical model, beats the
BDM. It plateaus at 2600 observations (MSE of 0.132) with no performance gains for larger
samples. We contrast this with our most sophisticated use of WTP data, using the full vector
of WTP and random forest regression for estimation. At just 400 observations, rf(WTP)
outperforms the BDM. It exhibits continual improvement throughout our whole training
sample up to 3960 observations, with a final MSE of 0.099. This shows the considerable
benefit of using high-dimensional data with high-dimensional methods.

We next decompose the gains by data and method. The logit(WTP) uses the full vector
of WTP and begins with a performance of 0.474 MSE at 200 observations, doing even worse
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than Prob(Buy). The MSE declines rapidly but only beats the BDM at 3400 observations
and achieves a MSE of 0.141 at the maximum sample, considerably worse than its lower-
dimension sister model, logit(ItemWTP), with a MSE of 0.132. The rf(ItemWTP) uses
a high-dimensional method with low dimensional data. This also produces unimpressive
results of a 0.174 MSE at 200 observations that decreases to 0.159 at 800 observations with
no improvement for higher samples. Surprisingly, this is actually worse than logit(ItemWTP)
and even the BDM. It seems that a linear regression on dummy variables performs worse
than the continuous logistic curve generated from the logit. This evidence shows that the
gain in performance comes from using high-dimensional data with high-dimensional methods.
Cross matching the data with the method produces worse results than the more basic low-
dimension data, low-dimension method, logit(ItemWTP).

5.2 2AFC Data

Can we predict purchases at specific price levels using the 2AFC data — data which provides
an ordinal ranking of alternatives but contains no cardinal information about reservation
values? The answer is yes. All of the statistical models beat the BDM. Figure 5 shows
the MSE as a function of the sample size of the training sample. At 1400 observations and
higher, all models perform better than the BDM.

Surprisingly, we see minimal gain from using RT data. All models using RT data perform
worse initially than their sister models without RT. As the sample size grows, the models
with RT converge to the performance of their sister model without RT. With the full sample,
sister models without and with RT have almost the same MSE.

Perhaps the most stark finding is the large discrepancy in performance across the different
high-dimensional models. Lasso has the weakest performance, converging to a MSE of 0.136
after 3800 observations, without RT data. The tree methods, boosted regression and random
forest, do substantially better with a MSE of 0.110 at 3600 observations and 0.103 at 3800
observations, without reaction time data. Interestingly, the models asymptotically approach
different performance levels, suggesting more data is not a substitute for better algorithms.

Boosted regression and random forest with 2AFC data perform well, beating out logit(ItemWTP)
and approaching the performance of rf(WTP) with a MSE 0.099. The 2AFC data produces
high-dimensional information on each subject’s ranking of the food items. Cardinal infor-
mation on the value of each item is entirely lacking. It is therefore surprising that (1) RT,
which contains information on cardinal valuations (Clithero, 2018), contributes little to per-
formance, and (2) performance is close to the best performing models that use WTP data,
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Figure 5: Performance of Supervised Machine Learning using 2AFC Data
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times and MSE is averaged.
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another means for including cardinal valuations.
It is worth noting that prediction here is both within-subject and between-subject. An

individual’s buy decisions may be split up into the training sample and the test sample. The
question we are answering is whether one can predict the behavior of individuals with 2AFC
data given their past purchase behavior. A different question is whether one can predict the
purchase behavior of a set of individuals using only data from a different set of individuals.
This latter exercise would be an entirely between-subject prediction.

We posit that the strong performance of the rf(2AFC) model comes from high quality
prediction within individuals since the 2AFC data represents ordinal-ranking data within
person. We suspect that the between subject performance with 2AFC data would do worse
because there is no direct data on the relative valuations of goods between subjects.12 We
return to this question in Section 6.4.

6 Optimizing Data Use

6.1 Opening the Black Box

Gradient boosted regression and random forest yield models that escape conventional inter-
pretation. Both generate many regression trees and then average over these trees. Instead
of displaying coefficients, others statistics have been invented to shed light inside the black
box. We explored the mean decrease in accuracy and the mean decrease in Gini index in
the rf(2AFC) model. The mean decrease in accuracy is the increase in prediction error from
taking a feature and randomizing it without replacement across the observations. The Gini
index is the total decrease in prediction error from splitting on the variable, averaged over
all trees (James et al., 2015).

According to these metrics, the best predictors overall are the item fixed effects, fol-
lowed by the polynomial expansions and interaction terms with the price. Included in the
regression are indicator variables about whether the item in question was chosen over item
j. Under both metrics, the same five item indicators are ranked as the best item indicators.
According to the mean decrease in accuracy metric, the indicators ranked by performance
are Naturally Bare Banana, Green & Black’s Organic Chocolate, Organic Peeled Paradise,
Naked Green Machine, and Simply Balanced Blueberries. According to the mean decrease in
Gini index the ranking is Naturally Bare Banana, Organic Peeled Paradise, Simply Balanced

12We thank George Loewenstein for this observation.
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Blueberries, Naked Green Machine, and Green & Black’s Organic Chocolate. We sought an
ad hoc explanation for the high predictiveness of having an item chosen over a fruity item.
While there may be something of a tradition of plants playing a prominent role in economic
phenomena, with one of the most famous asset bubbles involving tulips and many economists
seeking in vino veritas (e.g. American Association of Wine Economists), we do not have a
good explanation for this pattern. This illustrates the advantage of atheoretical yet system-
atic approaches to data analytics. We did not expect that including fruit and chocolate in
binary choice sets would be especially predictive but the algorithm can reliably discover such
relationships.

6.2 Are WTP and 2AFC Data Redundant?

One way we can consider the possible redundancy of WTP and 2AFC data is by includ-
ing both datasets in a statistical model. Figure 6 shows the results. We include both the
Prob(Buy) and BDM to benchmark performance, and the rf(WTP) and rf(2AFC) for com-
parison. The model of interest is random forest on the union of the WTP and 2AFC features
called rf(All), which yields better performance at all sample sizes. MSE decreases contin-
uously across the sample with a minimum of 0.093. This shows that there is indeed some
non-redundant data in the two data sets.

We also consider whether appreciable performance can be achieved using both datasets
with low-dimensional methods. Our previous analysis showed that logit with high-dimensional
data did poorly. We take a different approach here, creating summary features to keep the
dimensionality low. We use ItemWTP data and rather than use the full vector of 2AFC
choices, we only take the fraction that the item in question was chosen and we interact
this with an item dummy. We call this the logit(All) model and it seems to asymptotically
approach an MSE of 0.123. This is better than logit(ItemWTP) with an MSE of 0.132 but
it is still far from the performance of random forest. This emphasizes the point that high-
dimensional methods with high-dimensional data lead to considerable gains in performance.

6.3 Where Does the BDM Get Reservation Value Wrong?

In Figure 7 we plot the MSE of the BDM as a function of the surplus as implied by WTP.
Not surprisingly, most of the error comes from when the surplus is near zero. The interesting
part is that MSE of the BDM hits a maximum at a surplus around -$0.25. This provides
more evidence WTP from a BDM systematically understates reservation value. In other
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Figure 6: Performance of Supervised ML using both WTP and 2AFC Data
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words, Figure 7 shows that WTP leads to more incorrect predictions of not buying (i.e.,
when price > WTP) than buying (i.e., when WTP > price).

Figure 7: Performance of BDM and Supervised Machine Learning as a Function of Surplus
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Notes: Out-of-sample MSE estimated on 440 hold-out observations. Since samples are random, we repeat the estimation 20
times and MSE is averaged.

We also plot the MSE of our best-performing SML models. As can be seen from Fig-
ure 7, the gain from the SML models is mostly in the surplus range of -$0.75 and $1.25.
All models perform approximately the same outside this range, suggesting an irreducible
unpredictability given the inherent stochasticity of choice data.

6.4 Between-Subject Analysis

The 2AFC data predicts remarkably well given its total lack of cardinal information. We have
been predicting out-of-sample purchase decisions using both data within-person and between-
person. Since 2AFC gives detailed ordinal information about a persons’ demand within
person, we suspect that performance might be driven by good within-person prediction and
less so between person. For example, there is nothing directly in the 2AFC data that would
indicate overall hunger or demand whereas this may be evident from people’s WTPs. On the
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other hand, there may be specific choice patterns that are indicative of overall demand. For
example, very hungry people may exhibit a preference for high-calorie items and this might
be correlated with high buy propensities on all items. Therefore it is worth testing how
well 2AFC models, and all models for that matter, do when prediction is entirely between
subject.

We conduct the analysis by randomly selecting 5 out of 55 subjects, with all their obser-
vations, to be the test sample. We estimate our models on the remaining 50 subjects. We
repeat the random sampling 20 times and average our results. The results are displayed in
Table 2. All models perform worse than their respective between-within models displayed in
the rest of the paper, including the BDM whose MSE increases from 0.1486 to 0.1526. But
the drop in performance varies. Logit(ItemWTP) exhibits only a miniscule decrease in per-
formance of 0.0026 from a MSE of 0.1321 to 0.1346. The real performance losses come from
the 2AFC models. Boost(2AFC) and boost(2AFCRT) exhibit increases in MSE of 0.0355
and 0.0345 but boost(ItemWTP) and boost(WTP) only exhibit increases in MSE of 0.0241
and 0.0244. The performance losses for rf(2AFC) and rf(2AFCRT) are similarly larger than
the performance losses of rf(ItemWTP) and rf(WTP).

These results suggest that ordinal choice data is poorly suited for testing purely between-
subject purchase decisions. The 2AFC data performs well when within-subject prediction
is a component of the statistical analysis. Practitioners should consider how they want to
predict, between or within, when designing their elicitations.

6.5 Which Elicitation to Use?

The results lead to a natural question: “When would a practitioner prefer to use WTP
elicitations, 2AFC elicitations, or both?” WTP data predicts slightly better in our main
analysis and much better in the between-subjects analysis. It is also important to take into
consideration the costs of these elicitations. The average amount of time required for a
2AFC question is about 2 seconds and the average amount of time for a WTP question is
8 seconds. The time required to read the instructions for the 2AFC task was 1 minute 20
seconds, and for the BDM it was 4 minutes 30 seconds. There were a total of 190 2AFC
questions and 20 WTP questions, which leads to an average length of 7 minutes 40 seconds
for the 2AFC task, and 7 minutes 10 seconds for the BDM-Task. At the scale we used,
the time costs are approximately equivalent. However, there are still some reasons to prefer
the 2AFC-Task. If a researcher wants to keep the elicitation very short, the 2AFC-Task
has a much shorter set of instructions and is more intuitive. Likewise, if a researcher has
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Table 2: Test Sample — Holding Out Observations vs. Holding Out Subjects

Models Within&Between-
Subjects MSE

Between-
Subjects MSE

Difference

BDM 0.1486 0.1526 -0.0040

logit(ItemWTP) 0.1321 0.1346 -0.0026
logit(WTP) 0.1418 0.1902 -0.0484
logit(All) 0.1232 0.1242 -0.0009

lasso(2AFC) 0.1379 0.1659 -0.0280
lasso(2AFCRT) 0.1363 0.1697 -0.0334

boost(2AFC) 0.1113 0.1468 -0.0355
boost(2AFCRT) 0.1101 0.1445 -0.0345
boost(ItemWTP) 0.1291 0.1343 -0.0053
boost(WTP) 0.1117 0.1358 -0.0241
boost(All) 0.0941 0.1185 -0.0244

rf(2AFC) 0.1031 0.1491 -0.0461
rf(2AFCRT) 0.1066 0.1516 -0.0450
rf(ItemWTP) 0.1589 0.1734 -0.0145
rf(WTP) 0.0994 0.1391 -0.0397
rf(All) 0.0928 0.1273 -0.0345

Prob(Buy) 0.2469 0.2469 0
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concerns that the population will struggle to understand the BDM rules, a 2AFC task may
be preferred. If time is not an issue, a researcher may wish to conduct both elicitations as
they have different sets of strengths and weaknesses and the information contained in the
two are not redundant.

Perhaps there are other elicitations that generate even more predictive data. This is
possible and likely to be true but we can only test the data that we have. We speculate that
there may be considerable gains in prediction from other elicitation methods and by the use
of non-choice survey data. Bernheim et al. (2013) show that this can be a productive avenue
when trying to predict aggregate behavior.

7 Implications

7.1 Revenue-Maximizing Prices

Ultimately, the value of better prediction comes in the form of better action. There are many
reasons why one may want to uncover a person’s valuation for goods. Economists may wish to
measure aggregate demand curves and heterogeneity of demand for a wide range of purposes,
not limited to profit maximization, optimal taxation, and to measure the effects of an event
or policy change. Mechanisms that include SML could potentially allocate resources more
efficiently given that SML more accurately uncovers latent valuations. Perhaps the most
obvious application would be to use the results of direct elicitation and SML for revenue
maximization.

The BDM has an immediate implied revenue-maximizing price — the reported WTP. We
can use our predictive model to estimate a revenue-maximizing price by simply maximizing
p×Pr(buy|p). To control for data quality, in both the BDM prediction and SML prediction
we use the same WTP data for both. We therefore use the top-performing algorithm with
this data, the rf(WTP) model. Figure 8.a displays a scatter plot of computed revenue-
maximizing prices as a function of WTP, at the person-item level.

The revenue-maximizing prices are highly correlated with WTP yielding a ρ = 0.6951.
Nonetheless there is an obvious discrepancy. The average difference between WTP and
the estimated optimal price is -0.2551 and the mean WTP is 2.03, leading to an average
difference of -12.54%. This difference again represents a systematic downward bias in WTP.
It may be tempting to simply correct the BDM predictions by adding the average bias to
the WTP to obtain a WTP′ but this would not lead to the correct conclusions as the price
elasticity of the goods may vary. Indeed, looking at the scatter plot in Figure 8 shows that
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Figure 8: Revenue-Maximizing Prices
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this phenomena is not uniformly distributed.
Looking at average absolute difference reveals the scale of the improvement: the average

absolute difference of 0.6480, representing a 31.85% difference in the pricing of the product.
Given that the SML model has substantially lower MSE, it is likely that the earnings of the
rf(WTP) would be considerably higher. We estimate the increased revenue from rf(WTP)
in the next section.

7.2 Estimated Revenue

In order to compare revenue under the revenue-maximizing prices we need to make some
assumptions about the true probability of purchase as a function of price. Ideally, we want
each individual’s item-specific stochastic demand curves. In our setting, this cannot be
perfectly observed, only estimated. We use rf(All), to estimate these stochastic demand
curves. This model uses random forest on all of the 2AFC and WTP data. This model
yields 1,100 individual×item stochastic-demand curves. We then compare the expected
revenue of setting the price equal to the person’s WTP for an item, to the expected revenue
of setting the price equal to the revenue-maximizing price under the rf(WTP) model.

The average expected revenue of setting the price to the WTP is $1.237 and the aver-
age expected revenue of setting the price equal to the revenue-maximizing price under the
rf(WTP) model is $1.506. Thus setting the price according to random forest yields an esti-
mated increase in revenue by 22% over the raw WTP values without the use of any additional
data. Figure 8.b shows a histogram of the gain in revenue by using random forest across
the 1,100 individual-item pairs. It is evident that the distribution’s mass is predominantly
positive (71.5% > 0).

8 Conclusion

In this paper, we demonstrate that SML can be an effective alternative for recovering
individual-level latent parameters. SML offers sizable advantages over direct elicitation.
First and foremost, we show that using SML predicts purchase decisions substantially better
than the BDM. Second, we demonstrate that data generated from direct elicitation is not
necessary for prediction. Specifically, we indirectly elicit demand using 2AFC data, which is
fast, easily comprehended by subjects, and predicts better than the BDM.

Our results show that more data cannot substitute for a superior statistical algorithm.
With our data, for instance, random forest does asymptotically better than logit which does
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asymptotically better than the BDM. Indeed, statistical methods are not substitutes for each
other, and neither are data types. Conversely, we find that elicitation (i.e., WTP) and choice
(i.e., 2AFC) data are complementary, and can be combined to improve predictions.

The basic approach presented in this paper can be extended to estimating other individual-
latent parameters such as risk preferences or time preferences. We think that SML may be
especially useful in recovering a person’s beliefs given the difficulty people have in stating
subjective probability estimates in most traditional elicitations.13

The finding that SML models predict better than direct elicitations could have useful
implications for theory. For example, the systematic bias in the BDM prediction suggests
that there are other cognitive processes at play during the BDM that are not at play in
everyday purchase decisions. This suggests that there may be more predictive theories
waiting to be discovered, that are also more parsimonious than SML models. Theories
that could explain this gap may lead to improved theories of choice and fruitful hypothesis
generation.14
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Online Appendix
Supervised Machine Learning for Eliciting Individual Reservation

Values
John A. Clithero, Jae Joon Lee, and Joshua Tasoff

A Additional Information

A.1 Food Items

Table A.1: Food Items

Food Item Abbrv.
1 Cliff Barr Peanut Crunch BC
2 Chex Mix CM
3 Coke CK
4 Godiva Dark Chocolate GC
5 Green & Blacks Organic Chocolate GB
6 Hershey’s Chocolate HS
7 Justins Peanut Butter Cup JP
8 KIND Nuts & Spices KN
9 Luna Choco Cupcake LC
10 Naked Green Machine NG
11 Naked Mango NM
12 Naturally Bare Banana NB
13 Nature Valley Crunchy NV
14 Organic Peeled Paradise OP
15 Pretzel Crisps Original PC
16 Pringles Original PO
17 Red Bull RB
18 Simply Balanced Blueberries SB
19 Starbuck’s Frappuccino SF
20 Vita Coco VC
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A.2 Features
Features Using WTP Data

445 Features

• WTP polynomial of the item being sold (3): WTP,WTP 2,WTP 3

• Price variables of the item being sold (4): price, price2, price3, price4

• Item dummies (19): Item2, . . . , Item20

• WTP on all the items (20): WTP1, . . . ,WTP20

• Interaction between WTP of the item being sold and item dummies (19): WTP ×
Item2, . . . ,WTP × Item20

• Interaction between WTP of each of the 20 items and each of the item dummies
(19×20 = 380): WTP1×Item2, . . . ,WTP1×Item20, . . . ,WTP20×Item2, . . . ,WTP20×
Item20

Features Using 2AFC Data

289 Features

• Price variables of the item being sold (4): price, price2, price3, price4

• Item dummies (19): Item2, . . . , Item20

• Whether the good in question was chosen over item i (20): Choice1, . . . , Choice20

• Fraction of time that the item was chosen over other items (20): Fraction1, . . . , F raction20

• Standard deviation for a person’s 20 “Fraction” variables (and polynomial expansion)
(3): stdFraction, stdFraction2, stdFraction3

• Rank each item by Fraction (20): Rank1, . . . , Rank20

• Response time variables and polynomial expansion (60): RT1, . . . , RT20, RT
2
1 , . . . , RT

2
20,

RT 3
1 , . . . , RT

3
20

• Mean and standard deviation of RTs within person and polynomial expansion (6):
meanRT,meanRT 2,meanRT 3, sdRT, sdRT 2, sdRT 3

• Interactions between price and item dummies (38): price×Item2, . . . , price×Item20, price
2×

Item2, price
2 × Item20

• Interactions between price and Fraction (19): price×Fraction2, . . . , price×Fraction20

2
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• Item-specific interactions between price and response time (20): price×RT1×Item1, . . . , price×
RT20 × Item20

• Item-specific interactions between choice and response time (60): Choice1 × RT1 ×
Item1, . . . , Choice20×RT20× Item20, Choice1×RT 2

1 × Item1, . . . , Choice20×RT 2
20×

Item20, Choice1 ×RT 3
1 × Item1, . . . , Choice20 ×RT 3

20 × Item20

Additional Features When Using Both WTP and 2AFC Data

751 Features

• Item-specific interactions betweenWTP and “Fraction” (20): WTP×Item1×Fraction1, . . . ,WTP×
Item20 × Fraction20
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B Results in Binomial Deviance and AUC
B.0.1 Binomial Deviance

Figure A1: Binomial Deviance: Performance of Supervised Machine Learning using WTP
Data
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Notes: Out-of-sample binomial deviance estimated on 440 hold-out observations. Since samples are random, we repeat the
estimation 20 times and binomial deviance is averaged. Binomial deviance for the BDM prediction is infinite and is thus
excluded.
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Figure A2: Binomial Deviance: Performance of Supervised ML using 2AFC Data
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Notes: Out-of-sample binomial deviance estimated on 440 hold-out observations. Since samples are random, we repeat the
estimation 20 times and binomial deviance is averaged. Binomial deviance for the BDM prediction is infinite and is thus
excluded.
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Figure A3: Binomial Deviance: Performance of Supervised Machine Learning using both
WTP and 2AFC Data
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Notes: Out-of-sample binomial deviance estimated on 440 hold-out observations. Since samples are random, we repeat the
estimation 20 times and binomial deviance is averaged. Binomial deviance for the BDM prediction is infinite and is thus
excluded.
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Figure A4: Binomial Deviance: Performance of BDM and Supervised Machine Learning as
a Function of Surplus
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Notes: Out-of-sample binomial deviance estimated on 440 hold-out observations. Since samples are random, we repeat the
estimation 20 times and binomial deviance is averaged. Binomial deviance for the BDM prediction is infinite and is thus
excluded.
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B.0.2 AUC

Figure A5: AUC: Performance of Supervised Machine Learning using WTP Data
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Notes: Out-of-sample AUC estimated on 440 hold-out observations. Since samples are random, we repeat the estimation 20
times and AUC is averaged.
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Figure A6: AUC: Performance of Supervised Machine Learning using 2AFC Data
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Notes: Out-of-sample AUC estimated on 440 hold-out observations. Since samples are random, we repeat the estimation 20
times and AUC is averaged.
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Figure A7: AUC: Performance of Supervised Machine Learning using both WTP and 2AFC
Data
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Notes: Out-of-sample AUC estimated on 440 hold-out observations. Since samples are random, we repeat the estimation 20
times and AUC is averaged.
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Note that we cannot compute an AUC equivalent to Figure 7 due to small sample issues.

11

 Electronic copy available at: https://ssrn.com/abstract=3380039 



C Instrument
This section contains the text for instructions and the quiz given to subjects regarding the
willingness-to-pay elicitation procedure.
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Welcome. Thank you for participating in this experiment. This is an experiment about 

decision making. It should take approximately one hour. 

At the end you will be paid your earnings in cash. By agreeing to participate, you have 

already earned a show-up fee of $7. You have also stated that you like snacks and do 

not have any food allergies. You will earn a total of $20, however this requires your 

participation through the entire experiment. Based on your choice, you may also 

receive a snack which you may pay for from your earnings. If you obtain a snack you 

will be given time at the end of the experiment to eat it. You have to have at least 

some of the snack before you leave. 

Please make sure all of your personal belongings are below your desk. Please remain 

quiet for the rest of the experiment. If you have any questions, wait until the end of the 

instructions and ask. 

The next few pages provide detailed instructions about the experiment. There is no 

deception in the experiment - we will do everything as outlined in the instructions. 

There are four tasks in this experiment. The experimenter will read the instructions for 

each task just before you begin the task. One trial from the second, third, or fourth 

task will be randomly chosen to count for real stakes. On this trial your choice will 

determine what payoff and food you obtain.   

You are welcome to ask any clarifying questions about the tasks or about the 

procedures. 
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Part I 
 

In this task, you will designate items at random to be your bonus items. There are two 

bonus items: Gold and Silver ones. Throughout the experiment, if you ever obtain 

your Gold item you will receive an additional $4, and if you ever obtain your Silver 

item you will receive an additional $2.  
 

 An example trial is shown below. You will see 20 cards on the screen, and each card 

has one of 20 snacks. First, you choose one of 20 cards by ‘left clicking your mouse 

button’ on the card. Second, you choose another card from 19 remaining cards. The 

items revealed will now be your bonus items. In this example, Milky Way is your 

Gold item, and Whoppers is your Silver item. During the experiment, you will see a 

gold border around the Gold item and a silver border around the Silver item in all 

subsequent tasks. When you evaluate the Gold item, indicated by the gold border, 

don’t forget you get 4 additional dollars whenever you obtain the item. Similarly, you 

should not forget you get 2 additional dollars when you evaluate the Silver item 

with the silver border.  

   
 

The basic steps to keep in mind in this task are: 

1. You will see 20 cards on the screen. 

2. You will choose one of 20 cards by left clicking on the card. 

3. You will choose one more card from 19 cards by left clicking on the card. 

4. This will reveal your bonus items which will be henceforth indicated by a gold or 

silver border. 

5. If you ever obtain the Gold item, you will receive an additional $4. 

6. If you ever obtain the Silver item, you will receive an additional $2. 

Do you have any questions? Please raise your hand and ask any questions.  
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Part II 
 

In this task, you will be asked about your willingness-to-pay for each snack. For 

example, a single trial will ask how much you are willing to pay to eat a Milky Way. 

Each snack is approximately a single serving.   

 

In each trial, you will be shown an image of a snack. If Milky Way is your Gold item 

it will have a gold border. You can answer your willingness-to-pay by left clicking 

your mouse button on the monetary values at the bottom of the screen. You can 

choose your willingness-to-pay for that item from $0 to $5.75 in increments of $0.25. 
 dd

 

     

 

The screen will show you the amount you select. In this example above, $0.25 is 

selected as the willingness-to-pay for Milky Way. 

 

The computer will randomly select a price. You will obtain the snack as long as the 

random price is equal to or below your stated willingness-to-pay. Notice that it is 

optimal to state the maximum of what you would pay for this item. It is as if a friend 

was going to the store and asked you if you would like him to pick up a snack for you.  

There is a snack you want but you don’t know the price. What would you do? You 

would inform your friend to only buy the snack so long as the price is equal to or 

below your true valuation of the snack. This task is logically equivalent. The 

procedure ensures that it is best for you truthfully reveal the highest price you are 

willing to pay.  

 

As an example, imagine your true willingness-to-pay for a Dr. Pepper is $3.00, but 

you untruthfully overstate that your willingness-to-pay is $4.00. Then, if the random 

price is $3.50, you would pay $3.50 and get the Dr. Pepper even though the most you 

would be willing to pay is $3.00. You would have wasted $0.50. If the price were 
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below $3 or above $3.50 the outcome would have been the same as if you reported 

your true valuation. So you can only do worse if you give a willingness-to-pay above 

your true valuation.  In contrast, if you understate your willingness-to-pay as $2.00, 

and if the random price is $2.50, you would be disappointed because you would not 

buy the Dr. Pepper even though the price is below your true valuation. If the price 

were below $2.00 or above $3.00 the outcome would have been the same as if your 

reported your true valuation. So you can only do worse if you give a willingness-to-

pay below your true valuation. 

 

Note that you cannot influence the purchase price with your stated willingness-to-pay, 

because the purchase price is completely random and independent of whatever you 

state.  

 

The situation is analogous to having a friend go to the store to buy items on your 

behalf, but in which you don’t know the prices. The optimal thing to do is to tell your 

friend to buy the Dr. Pepper only if the price is at your willingness to pay or lower 

($3.00). Saying anything else would have your friend not buying when you would 

have wanted it or buying at a price too high.  

 

However, if you state willingness-to-pay for your Gold item, please remember your 

bonus item comes with $4 in cash. Thus your Gold item should be worth whatever the 

value of that item is to you plus $4. 

 

Likewise, if you state willingness-to-pay for your Silver item, please remember your 

bonus item comes with $2 in cash. Thus your Silver item should be worth whatever 

the value of that item is to you plus $2. 

 

Finally, you should treat every trial as if it is the only one that matters since only one 

trial will be chosen at random to count for real stakes. Please take each and every 

decision seriously. 

 

The basic steps to keep in mind in this task are: 

1. You will see a snack on the screen.  
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2. You should answer your maximum willingness-to-pay by left clicking your mouse 

button on one of the amounts from $0 to $5.75 in increments of $0.25. 

3. You are best off by selecting the maximum you would be willing to pay.  

4. When you evaluate each snack, please do not forget you will get an additional $4 

for your Gold item and an additional $2 for your Silver item.  

5. You should treat every trial as if it is the only one that matters because you don’t 

know which trial will be chosen. 

 

Do you have any questions? Please raise your hand or ask the experimenter any 

questions you have so far. The experimenter will tell you when you can start the 

experiment.  
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Quiz for Part II.  

 

DATE___________ SUBJECT__________ 
 

 

Please answer the following four questions by circling the correct answer: 
 

1.Imagine your true value for a Coke is $2.00. What happens if you answer your 

willingness-to-pay for it is $3.00? 
 

1) You have no risk of paying more for the Coke than your true value.  

2) You can influence the random price of a Coke by overstating your true value for it. 

3) It’s possible that you would pay a higher price than your true value for a Coke to 

receive it.  
 

2.Imagine your true value for a Sprite is $2.75. What happens if you answer your 

willingness-to-pay for it is $2.00? 
 

1) Your chance of receiving the Sprite is the same.   

2) You lose the chance to get a Sprite if the random price is between $2.00 and $2.75.   

3) You can strategically influence the random price of a Sprite by understating your 

true value for it.  
 

3. Which of the following two statements is true? 
  

1) You state your willingness-to-pay is $2.00 and the random price is $2.50. You 

receive a snack and pay $2.50 for it.  

2) You state your willingness-to-pay is $2.00 and the random price is $1.50. You 

receive a snack and pay $1.50 for it.  
 

4. Which of the following two statements is true? 
 

1) You state your willingness-to-pay is $3.25 and the random price is $2.00. You do 

not receive the snack and you pay nothing.   

2) You state your willingness-to-pay is $3.25 and a random price is $4.00. You do not 

receive the snack and you pay nothing.   
 

5. Suppose MilkyWay is worth $1.50 to you and it is your Gold item. So, if you were 

to receive a MilkyWay you would also get the cash bonus. Which of the following 

bids makes you the best off?” 
 

        (a) $1.50                     (b) $3.50                       (c) $5.50 
 

6. Suppose Dr.Pepper is worth $2.25 to you and it is your Silver item. Which of the 

following bids makes you the best off?” 

 

        (a) $2.25                     (b) $4.25                      (c) $6.25 

 

Please raise your hand to turn in your quiz when you are finished. 
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Part III 

 

In this task, you will make decisions about which of two possible snacks to consume. 

For example, a single trial will ask whether you would you prefer to eat Milky Way or 

Whoppers. Each of the snacks for this task is approximately a single serving. Over the 

course of the task, you will see each snack item several times. 

 

In each trial, you will be shown two images, as in the example below. You will 

respond with your left and right index fingers, one for each button. You will only need 

to press the ‘c’ or ‘m’ button. Importantly, please use both of your hands in this task. 

The options on the left can be chosen with the ‘c’ button and the option on the right 

can be chosen with ‘m’ button. 
 dd

 

     

 

The screen will show you the option you select. The example above shows the screen 

in which the choice is between Milky Way and Whoppers, with Whoppers being 

selected. 

 

Since you don’t know which trial will be chosen, you should treat every trial as if it is 

the only one that matters. Please treat each decision as a real choice. 

 

The basic steps to keep in mind in this task are: 

1. You will be shown a picture of two snack options. 

2. Please use both index fingers to select which snack you prefer. 

3. Again, please don’t forget you will get the cash bonus for Gold or Silver items.  

 

Do you have any questions? Please raise your hand or ask the experimenter 

any questions you have so far. The experimenter will tell you when you can start 

the experiment.  
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Part IV 
 

In this task, you will be asked whether you will buy each snack at a given price. For 

example, the screenshot below presents the choice to buy Milky Way for $1.00. Over 

the course of the task, you will see each snack several times. Each of the snacks is 

approximately a single serving. 
 

You will respond with your left and right index fingers, one for each button. You will 

only need to press the ‘c’ or ‘m’ button. Importantly, please use both of your hands in 

this task. To some participants, the options YES and NO will be on the opposite side. 

(No on the left and YES on the right.) The options on the left can be chosen with the 

‘c’ button and the option on the right can be chosen with ‘m’ button. 
 dd      

 

 

Since you don’t know which trial will be chosen, you should treat every trial as if it is 

the only one that matters. 
 

The basic steps to keep in mind in this task are: 

1. You will be shown a picture of a snack on the screen.  

2. You will answer whether you would buy that snack at the given price.  

3. By using both index fingers, please press ‘c’ if your answer is on the left, and press 

‘m’ if your answer is on the right. 

4. It will be best for you to respond honestly, and treat each decision as a real choice.  

5. Again, please don’t forget you will get the cash bonus for Gold or Silver items. 
 

 

Do you have any questions? Please raise your hand or ask the experimenter any 

questions you have so far. The experimenter will tell you when you can start the 

experiment.  
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Screenshots

This section contains several screen shots from the tasks and payment procedure.
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In this session, you will choose your own bonus items.

There are two bonus items: "Gold" and "Silver" ones.

If you get "Gold" item as your reward at the end of the experiment,

you will get "4" additional dollars as well as the item itself.

Likewise, you will get "2" additional dollars as well as the item itself for "Silver" item.

Before starting this session, we will go over the instructions.

Please do not press SPACE before the experimenter says you can start.

Choose a card from a deck of 20 cards by clicking your mouse button.
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Choose one more card from a deck of 19 cards by clicking your mouse button.

8

Your Gold item is Hershey’s.

Your Silver item is Justins Peanut Butter.
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This is the end of the bonus item selection.

Thank you very much!

Please do not press SPACE before the experimenter says you can start.
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In this session, you will see a picture of a snack several times.

You should answer how much you are willing to pay for it.

Please left click your mouse on the corresponding value.

Before starting this session, we will go over the instruction.

Please do not press SPACE before the experimenter says you can start.

How much would you be willing to pay for this snack, in dollars?
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How much would you be willing to pay for this snack, in dollars?

1.25

This is the end of the task.

Please raise your hand when you finish.

Thank you very much!
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Each trial will show two snacks.

Please pick the one you prefer.

If you prefer the left item, press "c" on the keyboard.

If you prefer the right item, press "m" on the keyboard.

Remember to please use both index fingers to respond.

Before starting this session, we will go over the instruction.

Please do not press SPACE before the experimenter says you can start.

Which one do you prefer?
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Which one do you prefer?

This is the end of the task.

Please raise your hand when you finish.

Thank you very much!
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You will see one of 20 different snacks several times.

In each trial, you should decide whether to buy a snack for a given price.

If your answer is on the left, press "c" on the keyboard.

If your answer is on the right, press "m" on the keyboard.

Before starting this session, we will go over the instructions.

Please do not press SPACE before the experimenter says you can start.
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This is the end of the task.

Please raise your hand when you finish.

Thank you very much!
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